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Chapter 1

Introduction

1.1 Overview

This thesis investigates e�cient methods to compute large sparse Ja-
cobian matrices. It also addresses the problem of Newton step compu-
tation when the underlying Jacobian is potentially dense.

An approximation to the Jacobian matrix can be obtained by �nite-
di�erencing or by employing automatic di�erentiation technique. If the
Jacobian matrix is sparse then we would like to exploit the sparsity
information. When the sparsity pattern is known a priori we can di-
vide the columns of the Jacobian matrix into groups such that no two
columns in the same group have nonzeros in the same row position.
Then the nonzeros in each group of columns can be determined di-
rectly, for example, from one �nite-di�erence approximation or by an
application of forward mode of automatic di�erentiation. Using for-
ward di�erences require one extra function evaluation for each group.
The computational cost of determining the Jacobian matrix is then
given by the cost of computing one �nite-di�erence or one application
of forward mode of automatic di�erentiation multiplied by the number
of column groups in the partition. Therefore, fewer groups means lower
computational cost.

1
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1.1.1 Contributions

To determine a sparse Jacobian matrix one can compute a partition of
the columns and then use �nite-di�erence or automatic di�erentiation
to obtain the nonzeros. For some problems the columns are ordered
to reduce the number of groups in the partition. However, it is not
always possible to exploit sparsity e�ectively by computing a column
partition. An example given by Eisenstat [17] shows that the matrix
has only a trivial column partition in that the number of groups in
the partition is same as the number of columns in the matrix. The
associated column intersection graph is a complete graph. So, column
partitioning is unable to exploit sparsity. An important question is
whether it is possible to determine a sparse matrix e�ciently for which
the associated intersection graph is complete or nearly complete. This
problem is treated in Chapter 2 and [69]. We show that by parti-
tioning the rows it is possible to exploit sparsity more e�ectively. We
formulate the problem as a partitioning problem based on segmented
columns and connect it with a graph coloring problem. We show that
an optimal partition of segmented columns can never have more groups
than an optimal partition of columns. Using row partitioning we show
how to compute the gradient of the molecular conformation problem
e�ciently. The segmented column approach for the determination of
Jacobian matrices can be used with standard software [18]. We test
the segmented column approach using an exact coloring algorithm and
heuristic coloring algorithms. Numerical results on practical problems
from Harwell-Boeing collection [33] show reductions in the number of
groups.

If we do not require that the nonzeros be determined directly then
the number of column groups in the partition can be reduced. In Chap-
ter 2 we investigate the problem of Jacobian matrix estimation by sub-
stitution. We propose a new substitution method and show that when
the number of column groups in a column partition is signi�cantly
larger than the maximum number of nonzeros in any row then we can
reduce many function evaluation using our substitution method.

Using reverse mode of automatic di�erentiation it is possible to ex-
ploit sparsity in rows. If the matrix contains few dense rows then we
can partition the rows into groups of rows such that no two rows in a
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group have nonzeros in the same column position. However, if there
are few dense rows and columns in the matrix then employing row or
column partitioning alone may not be able to determine the matrix ef-
�ciently. We address the problem of computing Jacobian matrices con-
taining dense rows and columns in Chapter 3 and [48]. We show that by
combining row and column partitioning it is possible to determine the
Jacobian matrices with dense rows and columns e�ciently. We formu-
late the problem as a row-column consistent partition problem and give
a graph coloring interpretation. We show that the number of groups
in an optimal row-column partition is never more than the number of
groups in an optimal row or column partition. We propose an e�cient
algorithm to compute a row-column consistent partition and test the
algorithm on practical problems drawn from Harwell-Boeing collection
[33]. The test results show considerable savings in computational cost
using our approach.

Finally, in Chapter 4 we address the problem of Newton step com-
putation. If the function under consideration is structured then it is
advantageous to compute an extended Jacobian which is sparser and
larger than the Jacobian matrix. The Newton step can be computed
from the extended Jacobian by solving the associated linear system.
We show that it is more e�cient to compute the Newton step by solv-
ing an extended linear system than �rst computing the Jacobian and
then solving the associated linear system. Two structured problems are
constructed for numerical experimentation. We use direct factorization
and iterative methods to solve the extended linear system. Numerical
test results show that iterative methods can be employed to compute
the Newton step e�ciently when the accuracy requirement in the New-
ton step is only moderate.

1.1.2 Organization

The thesis is organized in the following way.
The main contributions of the thesis are contained in Chapters 2,

3, and 4, and partially published in [69], [48].
In the remainder of this chapter we �rst introduce a few impor-

tant numerical problems where the algorithms solving them require
the computation of Jacobian matrices and Newton step. In partic-



4

ular, we introduce Newton's method, the quasi-Newton method and,
the Gauss-Newton method for solving systems of nonlinear equations
and nonlinear least-squares problems. We review the research activities
concerned with the Jacobian and Newton step computation. The con-
tributions of our work are also mentioned. We discuss the computation
of derivatives in numerical modeling using tangent linear and adjoint
methods. Errors in forward di�erence approximation of derivatives is
then briey described. Next, we give an introduction to automatic
di�erentiation techniques. A matrix and graph formulation of the for-
ward and reverse modes of automatic di�erentiation are given. The
sparsity determination problem of Jacobian matrices is formulated as
a reachability problem in a directed graph.

In Chapter 2, we introduce the Jacobian matrix computation prob-
lem where �nite-di�erence approximations are used. The connection
of the column partitioning problem with a graph coloring problem is
discussed. A motivating example is presented where standard column
partitioning techniques cannot exploit the sparsity e�ectively. We in-
troduce the paper

[69] Trond Steihaug and A.K.M. Shahadat Hossain Graph Coloring
and the Estimation of Sparse Jacobian Matrices with Segmented
Columns, Department of Informatics, University of Bergen, 1997

and show that it is possible to exploit sparsity more e�ectively by par-
titioning the matrix into blocks of rows. The paper is included in
Appendix A. Main aspects of our segmented column approach is dis-
cussed. We describe DSATUR coloring algorithm and discuss experi-
mental results showing that using the segmented column approach we
can determine the Jacobian matrix with fewer function evaluations.

We propose a substitution method based on column partitioning
and show that it may require fewer function evaluations than a direct
method to determine a Jacobian matrix.

Chapter 3 discusses and presents methods for the computation of
Jacobian matrices using automatic di�erentiation. Using an example
we show how forward and reverse modes of automatic di�erentiation
can be used to compute the Jacobian matrix exploiting sparsity infor-
mation. We demonstrate the advantage of simultaneous computation
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of row and column groups by showing that the number of row and col-
umn groups can be fewer than using row or column groups alone. The
paper

[48] A.K.M. Shahadat Hossain and Trond Steihaug, Computing a
sparse Jacobian matrix by rows and columns, Tech. Rep. 109,
Department of Informatics, University of Bergen, 1995. (To ap-
pear in Optimization Methods & Software.)

describes the work on Jacobian matrix computation using row-column
consistent partition of the columns and rows and is included in Ap-
pendix B. We state the row-column consistent partition problem and
discuss its relationship with a graph coloring problem. We present a
summary of the test results from the paper. We have done more numer-
ical testing and the results are presented and discussed in Chapter 3
showing the advantage of our approach for the computation of Jacobian
matrices.

Chapter 4 contains our work on the Newton step computation. We
discuss the structured function computation concept and show how to
de�ne an extended Newton system when solving system of nonlinear
equations. Numerical tests are performed on two structured problems
to compute the Newton step. We present and discuss the test results
using direct factorization and iterative methods and show that it is more
e�cient to compute the Newton step by solving an extended Newton
system rather than computing the Jacobian matrix and solving the
associated linear system. The Chapter is concluded with some remarks
on the material presented.

Finally, the thesis is concluded in Chapter 5 with some directions
for future research.

1.2 Background and Motivation

The computation or estimation of �rst or higher order derivatives is one
of the most fundamental ingredients in many numerical procedures.
Mathematical formulation of many problems from science and engi-
neering often lead to the solution of a system of nonlinear equations or
minimization of a nonlinear function.
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Let F = (f1; f2; � � � ; fm)T be a mapping from <n to <m. If F is
continuously di�erentiable then the Jacobian matrix of F at x is given
by

J(x) � F 0(x) =

0BB@
@
@x1

f1(x) � � � @
@xn

f1(x)
...

...
@
@x1

fm(x) � � � @
@xn

fm(x)

1CCA :

Let f be a mapping from <n to <. If f is continuously di�erentiable
then the gradient vector of f at x is given by

rf(x) � f 0(x)T =

0BB@
@
@x1

f(x)
...

@
@xn

f(x)

1CCA :

If f is twice continuously di�erentiable the Jacobian matrix of rf(x)
is a symmetric matrix called the Hessian matrix of f(x) and is given
by

H(x) =

0BBB@
@2

@x21
f(x) � � � @2

@x1@xn
f(x)

...
...

@2

@x1@xn
f(x) � � � @2

@x2n
f(x)

1CCCA :

Consider a system of nonlinear equations

F (x) = 0; (1.1)

where F : <n ! <n. The problem is to �nd an x� 2 <n that satis�es
(1.1).

Assume that an initial approximation x0 to the solution is available.
Then we can employ Newton's method [34] to solve (1.1). Newton's
method can be presented as

k = 0
while not converged
(a) Compute J(xk); F (xk)
(b) solve J(xk)sk + F (xk) = 0
(c) set xk+1 = xk + sk
(d) set k = k + 1
end-while
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At every iteration of Newton's method, we need to evaluate the Jaco-
bian matrix at the current point. In many large problems the Jacobian
matrix is sparse i.e., a large number of matrix elements are zero. By
utilizing sparsity, e�cient evaluation of the Jacobian matrix can lead to
a signi�cant reduction in the overall computational cost in the solution
process.

Consider the nonlinear least-squares problem

minimize f(x) = 1
2
F (x)TF (x)

x
(1.2)

where F : <n ! <m. This type of problems occur when �tting model
functions to data. Typically m data values d1; d2; � � � ; dm are given,
which have been sampled for some values t1; t2; � � � ; tm of some inde-
pendent variable t. It is then desired to �t a function �(t; x) which has
n adjustable parameters x, to be chosen so that the function best �ts
the data. Therefore the residuals are given by

fi(x) = �(ti; x)� di; i = 1; 2; � � � ; m (1.3)

and a least-squares solution is sought by minimizing f(x) in (1.2). Let
Hi(x) denote the Hessian matrix of fi(x). Then

rf(x) = J(x)TF (x) (1.4)

and
H(x) = J(x)TJ(x) +Q(x); (1.5)

where Q(x) =
Pm

i=1 fi(x)Hi(x). Let a quantity subscripted by k denote
the quantity evaluated at the current estimate xk. Then from (1.4) and
(1.5), the Newton equations (b) become

(JTk Jk +Qk)sk + JTk Fk = 0: (1.6)

For zero residual problems, kfkk tends to zero as xk approaches the
solution. The matrix Qk also tends to zero. Thus the Newton direction
can be approximated by the solution of the equations

JTk Jksk + JTk Fk = 0: (1.7)
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The solution of (1.7) is a solution of the linear least squares problem

min
s 2 <n

1

2
kJks + fkk

2
2; (1.8)

and is unique if Jk has full column rank. The vector sGN that solves
(1.8) is called the \Gauss-Newton direction". The method in which sGN
is used as a search direction is known as the \Gauss-Newton method"
[34].

Solving (1.1) by Newton's method and (1.2) by Gauss-Newton method
requires the computation of the Jacobian matrix at the current point
and needs a linear system solve. One way of obtaining the Jacobian ma-
trix is to approximate it using a �nite-di�erence formula. For example,
the jth column of the matrix at x can be obtained from

Jj(x) =
@

@xj
F (x) �

1

"
[F (x+ "ej)� F (x)]; 1 � j � n (1.9)

where ej is the jth coordinate vector and " is a positive increment.
It is also possible to compute the Jacobian matrix using Automatic
di�erentiation [62]. If the Jacobian matrix is sparse then it is important
to exploit this sparsity information.

The least-squares problem described above is an instance of general
unconstrained minimization problem as stated below.

Let f : <n ! < be a nonlinear function. The problem of minimizing
f is to �nd a point x� 2 <n such that

f(x�) � f(x); (1.10)

for all x satisfying k x � x� k< �, for some � > 0. If F in (1.1) is the
gradient of f in (1.10), then the Jacobian matrix of F is symmetric.
Newton's method presented at the beginning of this section now cor-
responds to minimization of f based on a quadratic approximation of
the function at the current point.

Like sparsity, structure is also a valuable property that needs to
be exploited. The class of partially seperable functions introduced by
Griewank and Toint [45] has useful structure. Function f is partially
separable [21] if and only if it satis�es the following conditions
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1. f(x) can be written as the sum of \element functions"

f(x) =
mX
i=1

fi(x) = F (x)T e; (1.11)

where e 2 <m is a vector of unity.

2. For each of the element functions fi(x), there exists a linear sub-
space Ni of <

n such that, for all vectors w 2 Ni, fi(:) is invariant
under the translation along the direction w,

fi(x+ w) = fi(x) (1.12)

for all w 2 Ni and all x 2 <n.

The gradient of the function f is given by

rf(x) = F 0(x)T e: (1.13)

Partially separable functions arise in applications such as in �nite
element methods and play an important role in the solution of large-
scale optimization problems (see [8, 45, 46]). This is because a function
is partially seperable if its Hessian matrix is sparse. For example, when
element functions fi(x) depend on only ni � n independent variables
then F 0(x) is sparse.

In large-scale settings often the Jacobian matrix is sparse. The
computation of the Jacobian matrix may be expensive. In some cases
the derivative code of the function may not be available explicitly. In
these situations it is advantageous to use an approximation Bk of J(xk)
in solving the Newton equations (b)

Bksk + F (xk) = 0: (1.14)

A quasi-Newton method is a method where an approximation of the
Jacobian matrix is used (see [27]). There are basically three approaches
to approximate a Jacobian:

� by �nite-di�erencing (FD) [23]

� using automatic di�erentiation (AD) [62]
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� using an update formula [27].

After xk+1 has been computed, a new approximation Bk+1 is ob-
tained by updating Bk to take account of the newly-acquired curvature
information. An update formula is a de�nition of Bk+1 of the form

Bk+1 = Bk + Uk (1.15)

where Uk is the update matrix. The so-called quasi-Newton condition

Bk+1sk = rf(xk + sk)�rf(xk) (1.16)

is required to be satis�ed by Bk+1. Since the second-order informa-
tion in a single iteration is gathered from along a single direction, it
is reasonable to expect that Bk+1 di�ers from Bk by a matrix of low
rank. If the approximation Bk is symmetric and positive de�nite it is
natural to require Bk+1 to be symmetric and positive de�nite. There
are several updating formulae that preserve symmetry and positive-
de�niteness. One formula that preserves these properties is known as
BFGS (Broyden-Fletcher-Goldfarb-Shanno) update and is a rank-2 up-
date (see [34] for additional information). Updating techniques such as
the one mentioned above are primarily intended for dense matrices. For
large sparse matrices, one of our goal is to keep the matrix sparse for
e�ciency. There has been considerable e�ort to �nd suitable sparse
updating formulae (see [61, 65, 66, 67, 72, 73, 74]).

An alternative to the sparse updating techniques is the sparsity
exploiting �nite-di�erencing and automatic di�erentiation techniques.
In this thesis we investigate the computation of Jacobian matrices by
�nite-di�erencing and automatic di�erentiation. Our work is motivated
by the fact that in large-scale computation where structure and spar-
sity is available should be exploited. We treat the problem of e�cient
estimation of large, sparse Jacobian matrices by exploiting the sparsity
and structural information [48, 69].

The Newton equations can be solved using a direct or an iterative
solver. Let us �rst examine basic computations in a direct method.

Consider solving the system of linear equations

Ax = b; (1.17)
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where A 2 <n�n is a sparse, nonsingular matrix and, b 2 <n. To
compute x from (1.17) we can employ direct methods [32] where A is
factorized into two triangular matrices

A = LU

where L is a unit lower triangular and U is an upper triangular ma-
trix. Once this LU factorization is computed the solution x can be
obtained by two triangular solves. Sparse LU factorization can mirror
any similar dense factorization algorithm but generally sparse matrix
algorithms employ techniques which exploit sparsity information for
e�ciency. During the factorization, if an element (i; j) of the factors
becomes nonzero whereas the element (i; j) of A is zero then we have
a �ll-in or �ll element in the factor. Minimizing �ll-ins is desirable in
sparse matrix computations; �rst, the �ll elements require additional
storage and second, number of operations during the factorization and
the subsequent triangular solves is related with the number of nonzeros
in the factors. To reduce �ll-ins one often employs some reordering of
the columns during the factorization. This reordering or permutation
of the columns is given by a matrix P 2 <n�n and the system solve
(1.17) becomes

(AP )(P Tx) = b: (1.18)

If the accuracy requirement in the Newton step computation is
only moderate than an iterative method may be employed to solve
the Newton equations. Iterative methods use successive approxima-
tions to obtain more accurate solutions to a linear system at each step.
These methods typically require only moderate storage and are usu-
ally independent of the ordering of the rows and columns of the ma-
trix. Krylov subspace methods [4, 5] have been employed successfully
in solving linear systems. The best known Krylov subspace method,
the Conjugate Gradient (CG) method, applicable to symmetric posi-
tive de�nite systems requires one matrix-vector product and two inner
products at each iteration and storage of few n-vectors. For general
matrices Krylov methods such as Generalized Minimal Residual (GM-
RES), BiConjugate gradient (BiCG), Quasi-Minimal Residual (QMR),
Conjugate Gradient Squared (CGS), BiConjugate Gradient Stabilized
(Bi-CGSTAB) are the popular ones. At iteration k a Krylov method
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produces an approximate solution xk from the Krylov space

Kk(A; b) � spanfb; Ab; � � � ; Ak�1bg:

Often a nonsingular preconditioner M is used to improve the spectral
properties of the coe�cient matrix. A preconditioner M is a transfor-
mation matrix that approximates the coe�cient matrix A in some way
so that the transformed system

M�1Ax =M�1b

has better spectral properties such that the iterative method on the
transformed system converges faster than when applied on the original
system. The use of a preconditioner requires a �xed cost of constructing
it and repeated cost of applying it at each iteration. Therefore, a good
preconditioner is one that improves the spectral properties of the coef-
�cient matrix while the cost of constructing and applying it is not high.
An incomplete factorization preconditioner can be constructed from the
coe�cient matrix by discarding certain �ll elements during the factor-
ization process. Such a preconditioner is then given in a factored form
M = LU where L is lower and U is upper triangular. The application
ofM�1 to the coe�cient matrix A involves triangular solves with L and
U . There are two strategies for accepting or discarding �ll-in: based on
structure and based on numerical value. In a level 0 incomplete factor-
ization no �ll-ins are allowed i.e., the sparsity structure of L is same as
lower triangular part of the coe�cient matrix and the structure of U is
same as upper triangular part of A. In a drop-tolerance preconditioner
�ll element is discarded when its numerical value is less than certain
\tolerance". A comprehensive reference on the iterative methods can
be found in [4, 5].

Curtis, Powell, and Reid [23] were the �rst to point out that it is
possible to estimate a sparse Jacobian matrix with fewer function eval-
uations than the number of columns. A group of columns is called
structurally orthogonal if the columns do not contain nonzero in the
same row position. In [23] it was shown that a groups of structurally
orthogonal columns can be approximated with one extra function evalu-
ation. In Curtis, Powell, and Reid method, henceforth called the CPR,
structurally orthogonal groups of columns are formed by scanning the
columns in their natural order.
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Coleman and Mor�e [17] have made the observation that partitioning
the columns in structurally orthogonal groups is equivalent to coloring
the vertices of an associated undirected graph. They have shown that
obtaining a column partition with minimum number of groups is NP-
complete1. They have proposed several heuristic algorithms that orders
the columns to reduce the number of groups.

The CPR method gives rise to a linear system of np equations in
nonzeros where n is the number of columns and p is the number of
column groups determined by the CPR algorithm. The resulting linear
system is diagonal and the nonzeros can be obtained directly. Powell
and Toint [60] have proposed a classi�cation of estimation techniques
observing that there are three natural level of complexity regarding
the linear system to be solved: diagonal, triangular, and full-matrix
system. Therefore, the methods are called direct, substitution, and
elimination corresponding to diagonal, triangular, and full-matrix sys-
tems respectively. In this thesis we are mainly concerned with direct
methods for the determination of Jacobian matrices. In Chapter 2 we
discuss substitution methods and propose a new substitution method.

For symmetric matrices one can disregard symmetry and use meth-
ods available for nonsymmetric matrices. However, symmetry can be
exploited to reduce the number of function evaluations [14, 18, 60].
Powell and Toint [60] have considered direct and substitution methods
to estimate sparse Hessian matrices. Coleman and More [60] have ad-
dressed the Hessian matrix computation problem as a graph coloring
problem. Software implementing direct and substitution methods to
estimate sparse Hessian matrices have been described in [16].

Newsam and Ramsdell [57] were the �rst to propose a full matrix
method for the estimation of Jacobian matrices. In this method one
uses �max function values, where �max is the maximum number of nonze-
ros in any row of the Jacobian matrix. If the Jacobian matrix has m
rows then the the matrix can be estimated by solving m small linear
least-squares problems.

In terms of number of function evaluations, elimination methods
are optimal and substitution methods, in a minimal coloring sense, are
at least as good as direct methods. However, care is required when

1For additional information on NP-completeness please refer to [35]
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using �nite-di�erence approximations to compute derivatives employ-
ing a substitution or an elimination method. A substitution process
may magnify the errors already present in the estimate. However, ex-
perimental test results [14, 60] show reasonable error growth in the
computed nonzeros of the matrix. Numerical stability issue becomes a
serious matter in elimination methods. There is a trade-e� between e�-
ciency and accuracy. In Newsam and Ramsdell method [57] one can use
the Vandermonde matrices as coe�cient matrices. Although there exist
e�cient algorithms to solve systems involving the Vandermonde matri-
ces [38], the high condition number of Vandermonde matrices makes
it di�cult to handle large problems. In [36] a new proposal has been
made using AD in the Newsam and Ramsdell full matrix method where
the coe�cient matrix is the Vandermonde matrix. Using graph color-
ing techniques the authors [36] observed that the number of di�erent
coe�cient matrices can be reduced. The numerical test results indicate
that the accuracy of the Jacobian matrix is quite reasonable.

Current research in Automatic di�erentiation (AD) has shown great
promise in computing the gradient, Jacobian and Hessian matrices [8,
13, 19, 20, 48]. The two basic modes of operation of AD - popularly
known as the forward and the reverse mode correspond to a bottom-up
and top-down strategy of accumulating partial derivatives of elementary
functions that de�ne the computational scheme of the function to be
di�erentiated. It has been observed in [42] that the gradient of a scalar
function can be obtained with a computational e�ort which is a small
multiple of the computational e�ort to compute the function.

In this thesis, we address the problem of e�cient estimation of
Jacobian matrices where the derivatives are obtained by AD tech-
niques. It has been pointed out in [42] that graph coloring techniques
[17, 23, 47, 69] in �nite-di�erence approximation of Jacobian matri-
ces also applies to AD. Many of these techniques exploit sparsity in
columns. In our work [48], we develop method that take advantage of
sparsity in both rows and columns. Coleman and Verma [19] have also
proposed a partitioning method that utilizes column and row sparsity
of the Jacobian matrix.

In [40] Griewank has proposed a technique for the calculation of
Newton step from an extended Jacobian matrix. The vertices and the
edges of the computational graph are eliminated in a carefully selected
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order to make the graph \invertible". This approach of graph transfor-
mation has been studied in greater detail in [75, 76].

Coleman and Verma [20] have shown that for some structured prob-
lems it is often e�cient to compute an extended Jacobian matrix which
is sparser than the Jacobian of the function. Then the corresponding
sparse extended Newton system can be solved to compute the Newton
step e�ciently. We address the Newton step computation in the the-
sis. The problems we consider are structured for which the extended
Newton system is sparse. We solve the extended linear system using
sparse methods. The direct methods we consider are based on LU
factorization of the extended Jacobian matrix with some reordering of
columns. The extended Jacobian matrix does not necessarily be sym-
metric or positive de�ne. For this reason we need iterative methods that
are suitable for general nonsingular matrices. We use preconditioned
CGS and Bi-CGSTAB methods to solve the extended linear system.
We consider two incomplete factorization preconditioners: level 0 and
drop-tolerance incomplete factorization. Our expermental results show
that it is more e�cient to compute the Newton step from an extended
Jacobian using either sparse direct methods, or using iterative meth-
ods than to �rst compute the Jacobian and solve the associated linear
system.

1.3 Jacobian matrix in numerical model-

ing

Complex real-world phenomena that are not susceptible to analytical
techniques alone are studied by developing numerical models describing
the phenomena [70, 71]. The number of input and output parameters
in these numerical models can be very large [70]. Output from the
model is compared with observational data to determine whether the
model output �ts the observational data. Furthermore, it is desirable
to know how sensitive the output parameters are with respect to the
changes in the input parameters. Both sensitivity analysis and model
�tting require the derivatives of the model output with respect to its
inputs. By di�erentiating the output of a model with respect to its
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input parameters, one can quantify how sensitive or robust the model's
predictions are relative to variations of that parameter, as well as gain
insight how to adjust parameters that are poorly known [7]. In this sec-
tion we examine the computation of derivatives required in sensitivity
analysis and model �tting in numerical modeling.

Assume that the vector x 2 <n describing the state of a process at
time t satis�es the equation

x(t+ 1) = G(x(t)); t = 0; 1; � � � ; T � 1 (1.19)

where G 2 <n is a di�erentiable function. Let

J(t) =
@

@x
G

�����
x=x(t)

(1.20)

denote the n�n Jacobian matrix of G with respect to the state at time
t. Also let �x(t) denote the sensitivity of x(t) at time t with respect to
a perturbation �x(0) of its initial state x(0) i.e.,

�x(t) =
@

@x(0)
x(t) � �x(0) (1.21)

where � denotes the matrix-vector multiplication, �x(0) and �x(t) are
interpreted as column vectors. Then by (1.19), (1.20), and (1.21), and
the chain rule,

�x(1) = J(0) � �x(0)
�x(2) = J(1) � �x(1) = J(1) � J(0) � �x(0)

...
�x(t) = J(t� 1) � �x(t� 1) = J(t� 1) � � � � � J(0) � �x(0)

: (1.22)

The tangent linear approximation [7] of (1.19) is a �rst order Taylor
approximation de�ned as

xTLM (T ) = x(T ) + �x(T ): (1.23)

By initializing �xi(0) = 1; �xj(0) = 0 for j 6= i, �x(T ) can be interpreted
as the sensitivity of all output variables x(T ) with respect to a unit
change in the ith component of x(0).
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In adjoint method [7] sensitivities are computed by propagating
derivatives backward. Let the sensitivity of the �nal state x(T ) with
respect to a change in an intermediate state x(t) be denoted by �x(t).
Then,

�x(T � 1) = �x(T ) � J(T � 1)

�x(T � 2) = �x(T � 1) � J(T � 2) = �x(T ) � J(T � 1) � J(T � 2)
...

�x(t) = �x(T ) � J(T � 1) � � � � � J(t)
(1.24)

where �x(t) is interpreted as a row vector. If we initialize �xi(T ) =
1; �xj(T ) = 0 for j 6= i then �x(0) can be interpreted as the sensitivity
of the ith component of the �nal state x(T ) with respect to a unit
change in all component of the initial state x(0).

In an inverse problem one determines values of the input parame-
ter corresponding to given values of output parameters. Such inverse
problems will normally be solved as optimization problems i.e., �nd the
value of input parameters by minimizing a function that measures the
�t of the output of the model to observed values. Many algorithms for
solving the minimization problem require the gradient of the function.

Let f : <n ! < be a di�erentiable scalar function that measures
the mis�t between output x(T ) and the observational data at time T
in (1.19). Let

rf(t) =
@

@x
f

�����
x=x(t)

denote the gradient of f with respect x at time t. Then

(rf(0))T = (rf(T ))T � J(T � 1)T � � � � � J(0)T : (1.25)

Ifrf(T ) can be computed then using adjoint methodrf(0) is obtained
as a sequence of vector-matrix product from left to right.

The process (1.19) can be viewed as a simple discrete dynamical
system [70]. The gradient calculation (1.25) and the calculation of
sensitivities require the computation of a large number of Jacobian
matrices which are typically sparse. It is therefore important to develop
e�cient methods to compute sparse Jacobian matrices.
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1.4 Finite-di�erence approximation to

derivatives

Using the basic rules for di�erentiation one may form analytic expres-
sions for the derivatives when the function is given in a closed form.
This analytic di�erentiation method is appropriate when the function
is simple enough so that it is not too tedious to obtain closed form
expressions for the derivatives. If done with care this may produce the
most e�cient code for the derivatives. However, when the function is
complicated and has many variables it is impractical, if not impossible,
to form analytic expressions for the derivatives.

When only the function values are available, an approximation to
the Jacobian matrix can be computed by employing one of the �nite-
di�erence formulas. An important issue in a �nite-di�erence approxi-
mation of derivatives is the step-length selection.

Let f : < ! < be a su�ciently smooth function.
The forward-di�erence formula

f 0(x) �
f(x+ h)� f(x)

h
; (1.26)

where h > 0, gives an approximation to the �rst derivative. There are
mainly two types of errors in approximating f 0(x) using the forward dif-
ference formula. The truncation error in the forward di�erence formula
is caused by the neglected terms in the Taylor series and is of O(h).
The rounding error is caused by performing arithmetic operations in
�xed precision. In the forward di�erence formula the rounding error
can be shown to be O( 1

h
).

For large-scale sparse problems e.g., nonlinear least-squares and gen-
eral minimization �nite-di�erencing is often a viable approach. The
success of such algorithms depends on obtaining reasonably accurate
approximation to the derivatives.

1.5 Automatic Di�erentiation

Automatic di�erentiation (AD) [62] is the process of computing the
derivatives of a function with respect to a given argument without
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incurring truncation error. The techniques of AD are based on the sys-
tematic application of the chain rule. AD manipulates an algorithmic
speci�cation of a function and produces derivative information at se-
lected arguments. In this section we briey review central ideas of AD.
The purpose here is to provide necessary AD backgrounds which will
be needed in the later chapters. Finally, we show how the sparsity of a
Jacobian matrix can be obtained automatically from the computational
graph.

Consider the function f = (f1; f2)
T de�ned as follows

f1(x1; x2) = x21 + cos(x2)
f2(x1; x2) = (x1x2)� 2x1 + 5

: (1.27)

The function de�ned in (1.27) will be used in the remainder of this
section to illustrate basic principles of AD.

A description of the steps involved in the computation of f can
be given as a sequence of arithmetic operations and call to standard
functions:

v1 = x1
v2 = x2
v3 = v21
v4 = cos(v2)
v5 = v1v2
v6 = 2v1
v7 = v5 � v6
v8 = v3 + v4
v9 = v7 + 5

(1.28)

where, vi; i = 3; 4; � � � ; 7 are the intermediate quantities. Given values
of x1 and x2, the result of the computation (1.28) is obtained in

f1(x1; x2) = v8
f2(x1; x2) = v9

: (1.29)

The sequence of operations (1.28) called code list [62] gives an explicit
step-by-step description of the elementary arithmetic operations and
standard function evaluations to be performed which are implicit in
the formula (1.27). A code list consists of a sequence of arithmetic
operations and calls to standard functions in which the value of each
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quantity depends only on the input variables or previously computed
quantities.

It is not necessary to write a code list similar to (1.28) by hand in
order to evaluate a function. For example, a computer code evaluating
f in a high-level language such as FORTRAN may be written as

REAL F(2), X(2)

F(1) = X(1)**2 + COS(X(2))

F(2) = X(1)*X(2) - 2*X(1) + 5

and the translation into a sequence of arithmetic operations and stan-
dard functions such as (1.28) is done by a compiler or a precompiler
[40].

It is clear that the code list (1.28) corresponding to f is not unique.
The computation can be arranged in several ways which produces a
di�erent code for the same function.

Once a code list has been formed one can apply rules for di�erenti-
ation of arithmetic operations and standard functions to compute the
derivatives of the function with respect to the independent variables.

Let

rvk =

 
@
@x1

vk
@
@x2

vk

!

denote the gradient of vk; k = 1; 2; � � � ; 9 with respect to the indepen-
dent variables x1; x2.Then

rv1 =

 
1
0

!
;rv2 =

 
0
1

!
:

For k = 3; 4; � � � ; 9 we have

vk = �k(vi; vj)

where i; j < k. By the chain rule,

rvk =
@

@vi
�krvi +

@

@vj
�krvj:
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If the elementary partial derivatives @
@vi
�k; k = 3; 4; � � �7 can be com-

puted, the code list (1.28) can be augmented to compute the derivatives

v1 = x1; rvT1 = (1 ; 0)
v2 = x2; rvT2 = (0 ; 1)
v3 = v21; rvT3 = 2v1rvT1 yields (2v1 ; 0)
v4 = cos(v2); rvT4 = �sin(v2)rvT2 yields (0 ; �sin(v2))
v5 = v1v2; rvT5 = v2rvT1 + v1rvT2 yields (v2 ; v1)
v6 = 2v1; rvT6 = 2rvT1 yields (2 ; 0)
v7 = v5 � v6; rvT7 = rvT5 �rv

T
6 yields (v2 � 2 ; v1)

v8 = v3 + v4; rvT8 = rvT3 +rvT4 yields (2v1 ; �sin(v2))
v9 = v7 + 5; rvT9 = rvT7 yields (v2 � 2 ; v1)

:

(1.30)
As each entry in the code list (1.30) is calculated, the corresponding
gradient is also obtained. The �nal results of the computation are the
function values (1.29) and the Jacobian matrix

J(x1; x2) =

 
rvT8
rvT9

!
=

 
2x1 �sin(x2)

x2 � 2 x1

!
:

In (1.30), the gradients accumulate the elementary partial derivatives
with respect to the independent variables x1; x2. If we accumulate
the elementary partial derivatives with respect to a single independent
variable, the gradient objects in (1.30) become scalars. By initializing
rv1 = 1 and rv2 = 0, the execution of (1.30) will yield column 1 of
the Jacobian matrix. Similarly, by initializing rv1 = 0 and rv2 = 1
we obtain column 2 of the Jacobian matrix.

1.5.1 Forward and Reverse modes

In the preceding section we have illustrated that a computer code evalu-
ating a function can be expressed as a code list comprising of elementary
arithmetic operations and standard functions. We have shown that if
the elementary functions are di�erentiable the corresponding partial
derivatives can be accumulated using the basic rules for di�erentiation
to yield the Jacobian matrix. The accumulation of the elementary par-
tial derivatives can be conveniently described in matrix notations that
captures the two basic modes of AD: the forward and the reverse.
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Consider a mapping f : <n ! <n which is given as a computer
code in some high-level language. Once the value of the independent
variables are �xed, the execution of the code can be viewed as a se-
quence of scalar assignments [44] consisting of elementary functions
such as arithmetic operations +;�;�; =, trigonometric and transcen-
dental functions. We assume that the independent variables do not
occur as arguments among themselves. For this, we can de�ne the �rst
n elementary functions �i

vi = �i(xi) � xi; i = 1; 2; � � � ; n : (1.31)

The p temporary or intermediate variables may depend on independent
variables or previously computed temporary variables and are given by

vi = �i(fvj : j 2 Pig); i = n + 1; n+ 2; � � � ; n+ p (1.32)

where Pi contains indices of the previously computed vj. Finally, the
n dependent variables are computed from the independent or interme-
diate variables

vi = �i(fvj : j 2 Pig); i = n+ p+ 1; n+ p+ 2; � � � ; n+ p + n
(1.33)

where Pi contains indices of the computed quantities vj; j � n + p.
We assume that a partial ordering is imposed on the variables vi

such that if vi depends (directly or indirectly) on vj, then i > j. The
variables vi can be partitioned into three sets

x � (v1; � � � ; vn)
t � (vn+1; � � � ; vn+p)
y � (vn+p+1; � � � ; vn+p+n)

(1.34)

where x, t, and y denote the independent, intermediate or temporary,
and dependent variables respectively.

We require that for some �xed x 2 <n and i = n+1; n+2; � � �n+p+
n the elementary functions �i are well-de�ned and posses continuous
partial derivatives

cij =

(
@
@vj

�i if j 2 Pi

0 otherwise
(1.35)
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on some neighborhood

Ni � <ni; ni � jPij (1.36)

of their arguments. If the elementary functions �i do not contain de-
pendent variables as arguments then the elementary partial derivatives
(1.35) can be combined in an (p+ n)� (n+ p) matrix

0BBBBBBBBBBBBBB@

@
@v1

�n+1 � � � @
@vn

�n+1 0 � � � 0 0
@
@v1

�n+2 � � � @
@vn

�n+2
@

@vn+1
�n+2 � � � 0 0

... � � �
...

. . .
@
@v1

�n+p � � � @
@vn

�n+p
@

@vn+1
�n+p � � � @

@vn+p�1
�n+p 0

@
@v1

�n+p+1 � � � @
@vn

�n+p+1
@

@vn+1
�n+p+1 � � � @

@vn+p�1
�n+p+1

@
@vn+p

�n+p+1
... � � �

...
...

@
@v1

�n+p+n � � � @
@vn

�n+p+n
@

@vn+1
�n+p+n � � � @

@vn+p�1
�n+p+n

@
@vn+p

�n+p+n

1CCCCCCCCCCCCCCA
:

(1.37)

Because of the ordering imposed on the variables vi the matrix is upper
trapezoidal with n� 1 nontrivial superdiagonals. Thus the matrix can
be partitioned into

C =

 
A L
B M

!
(1.38)

where

A 2 <p�n; L 2 <p�p; B 2 <n�n; M 2 <n�p: (1.39)

By (1.32) and (1.33) if vj occurs as an argument in �i; n+ 1 � i �
n + p + n then j < i. This will imply that the matrix L in (1.39) is
strictly lower triangular.

Now consider the problem of solving the nonlinear system

f(x) = 0 (1.40)

using Newton's method. Following Griewank [40] we can regard the ele-
mentary functions �i; i = n+1; n+2; � � � ; n+p+n de�ning an extended
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system of equations with x and t (1.34) as independent variables

F (x; t) �

0BBBBBBBBBBBBB@

�n+1(fvj : j 2 Pn+1g)� vn+1
...

�n+p(fvj : j 2 Pn+pg)� vn+p
...

�n+p+1(fvj : j 2 Pn+p+1g)
...

�n+p+n(fvj : j 2 Pn+p+ng)

1CCCCCCCCCCCCCA
= 0: (1.41)

Di�erentiating F with respect to x and t we get the Newton equations, 
A L� I
B M

! 
�x
�t

!
=

 
0

�f(x)

!
: (1.42)

The coe�cient matrix in (1.42) is the Jacobian of F at (x; t). If the
intermediate vector �t is eliminated from (1.42) we get�

B �M(L� I)�1A
�
�x = �f(x) (1.43)

where (B �M(L � I)�1A) is the Jacobian matrix of f at x and �x
denotes the Newton step for (1.40) .

For simplicity let us assume that the elementary functions �i have at
most two arguments. Then each row of C contains at most two nonzero
elements. Since matrix L � I is unit lower triangular, a system solve
involving this matrix can be implemented as a substitution process, and
therefore no factorization is necessary. There are two basic ways to form
J from (1.43) depending on the order in which matrix multiplications
are carried out. These are,

J = B +M
�
(I � L)�1A

�
| {z }bA

= B +
�
M (I � L)�1

�
| {z }bM

A: (1.44)

In the forward mode of AD, one �rst computes bA by solving

(I � L) bA = A: (1.45)

Notice that the rows of A and (I�L) are obtained at the same time of
function evaluation (assuming that the elementary partial derivatives
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can be computed). So, the solution of (1.45) can proceed row by row.
Once bA is computed the Jacobian matrix is obtained by multiplying bA
by M on the left and adding B to the result.

The reverse mode corresponds to obtaining matrix cM by solving

(I � L)T cMT =MT : (1.46)

Unlike the forward mode, the linear system (1.46) can be solved only
after the coe�cient matrix in (1.42) is computed. After computing cM
one has to perform post multiplication by A and then add B to yield
the Jacobian matrix.

Consider the example function (1.27) and its code list(1.28). Fol-
lowing the formulation (1.41) we de�ne

F (x; t) =

0BBBBBBBBBBB@

x21 � v3
cos(x2)� v4
x1x2 � v5
2x1 � v6
v5 � v6 � v7
v3 + v4
v7 + 5

1CCCCCCCCCCCA
: (1.47)

Di�erentiating (1.47) with respect to the independent variables x1; x2
and the temporary variables v3; v4; � � � ; v7 yields the Jacobian matrix of
F , 0BBBBBBBBBBBBBBBBB@

2 x1 0 �1 0 0 0 0

0 � sin(x2) 0 �1 0 0 0

x2 x1 0 0 �1 0 0

2 0 0 0 0 �1 0

0 0 0 0 1 �1 �1

0 0 1 1 0 0 0

0 0 0 0 0 0 1

1CCCCCCCCCCCCCCCCCA

(1.48)
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where

A =

0BBBBBB@
2 x1 0
0 � sin(x2)
x2 x1
2 0
0 0

1CCCCCCA ; L =

0BBBBBB@
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 1 �1 0

1CCCCCCA ;

B =

 
0 0
0 0

!
; M =

 
1 1 0 0 0
0 0 0 0 1

!
:

Using the forward mode formula (1.44) we �nd that

(I � L)�1 =

0BBBBBBBBBB@

1 0 0 0 0

0 1 0 0 0

0 0 1 0 0

0 0 0 1 0

0 0 1 �1 1

1CCCCCCCCCCA

and

bA = (I � L)�1A =

0BBBBBBBBBB@

2 x1 0

0 � sin(x2)

x2 x1

2 0

�2 + x2 x1

1CCCCCCCCCCA
:
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Then

J = B +M bA =

0@ 0 0

0 0

1A+

0@ 1 1 0 0 0

0 0 0 0 1

1A

0BBBBBBBBBB@

2 x1 0

0 � sin(x2)

x2 x1

2 0

�2 + x2 x1

1CCCCCCCCCCA
=

0@ 0 0

0 0

1A+

0@ 2 x1 � sin(x2)

�2 + x2 x1

1A
=

0@ 2 x1 � sin(x2)

�2 + x2 x1

1A :

Since L contains at most 2 o�-diagonal nonzeros, the solution of
(1.45) requires O(2pn) operations. Multiplication of bA by M (which
contains at most 2 nonzeros in each row) requires O(2n2) operations.
Therefore, the total e�ort in computing the Jacobian matrix by the
forward mode is O(2pn + 2n2). Under the assumption that the cost
of computing f is the summation of the cost (2p) of computing the
elementary functions of which it is composed, the Jacobian matrix in
the forward mode can be obtained at n times the cost of evaluating
the underlying function. Thus the Jacobian estimation by the forward
mode of AD and �nite-di�erencing have asymptotically equivalent time
complexity.

Instead of computing the matrix in one forward sweep, one may
compute the Jacobian column by column thereby reducing the space
requirement. The elementary partial derivatives are accumulated with
respect to one independent variable in each of these forward sweeps.
Consider the computation of column j of J

Jej =
�
B +M

�
(I � L)�1A

��
ej = Bej +M

�
(I � L)�1Aej

�
(1.49)

where ej is the jth Cartesian basis vector. In other words, computing
Jej from (1.49) requires a system solve in (I � L) with jth column of
A as the right hand side vector followed by a multiplication by M and
adding the result to the jth column of B. Note that this way of propa-
gating derivatives requires the reevaluation of the elementary functions
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and their partial derivatives. On the other hand, only one column ofbA is involved in the computation. Now, the method of computing the
Jacobian matrix in one forward sweep can be viewed as

J = JI =
�
B +M

�
(I � L)�1A

��
I

where I is the n�n identity matrix. More generally, one may compute
the product JV for some appropriately dimensioned matrix V in the
forward mode of AD. The above view point of forward mode AD shows
that the sparsity exploiting techniques that are available for FD schemes
[17, 23, 47] are almost immediately applicable.

As has been pointed out earlier, the reverse mode solves the upper
triangular system (1.46) to obtain cM . The time complexity analysis
for this mode proceeds along the same lines as for the forward mode
and hence the total cost for computing the Jacobian by reverse mode
is O(2pn+2n2). In spite of this apparent similarity in time complexity
there are subtle di�erences between these two modes. Since the ele-
ments of C are accessed in the reverse order of their accumulation, C
has to be saved before the Jacobian calculation can begin. This, unfor-
tunately, increases the space requirement in the reverse mode and the
spatial complexity can be as high as the temporal complexity of the un-
derlying function. Griewank [41] has proposed a checkpointing strategy
whereby, a number of judiciously selected check points are computed
during the forward evaluation of the function. The intermediate values
are recomputed at the check points during the reverse accumulation.
This way the spatial complexity in the reverse mode grows only loga-
rithmically [41]. Price to pay for this reduction of spatial complexity is
a corresponding logarithmic growth of temporal complexity. Shiriaev
[63] proposed a technique to reduce space requirement in the reverse
mode by \inverting" program structures whenever possible (see [63] for
detail).

In the reverse mode one has to solve the upper triangular system
(1.46) to compute cMT . The elementary functions and their partial
derivatives are needed to be computed before we can solve the system
(1.46). Then row i of J in the reverse mode can be obtained in the
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following way

JT ei =
�
BT + AT

�
(I � L)�TMT

��
ei = BT ei + AT

�
(I � L)�TMT ei

�
(1.50)

where ei is the ith Cartesian basis vector. In other words, JT ei can be
obtained by solving (1.46) for ith row of cM followed by multiplying it
by AT on the left and adding the result to the ith row of B. Thus the
Jacobian matrix can be computed row by row using the reverse mode
of AD. More generally, one can compute the product W TJ for some
appropriately dimensioned matrix W . Since we can compute J row
by row using the reverse mode, sparsity exploiting techniques can be
applied to JT to exploit the sparsity in rows.

The complexity analysis of the forward and reverse modes have
appeared in [39, 40, 42, 49]. In an implementation of the forward and
reverse modes factors such as sparsity, storage, detection of unnecessary
computations, overheads etc. a�ects the complexity bounds.

One important by-product of reverse accumulation is an \auto-
matic" computation of error estimates in the computed function values
[40, 50]. The matrix cM represents sensitivities of the computed vector
function f with respect to the errors in the intermediate computations.
This information can be useful in prescribing a reliable and automatic
stopping criteria in an iterative process [40, 50].

The extended function formulation (1.41) for the Newton step calcu-
lation (1.42) has been advocated by Griewank [40]. The computation of
Newton step involving the extremely sparse but potentially very large
extended Jacobian matrix can be more e�cient than �rst forming the
Jacobian and then solving the resulting linear system [20].

We note that the block B of the coe�cient matrix in (1.42) can
be made 0 by introducing additional intermediate variables. Then the
coe�cient matrix in (1.42) is said to be in echelon form. The echelon
index is the number of rows of M or columns of A. The computational
cost of solving (1.43) can be reduced by reducing the echelon index. In
[29] di�erent ordering techniques has been considered to in computing
the Newton steps.

We address the problem of Newton step computation from an ex-
tended Jacobian in Chapter 4.

AD techniques have been used in solving optimization problems
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using truncated Newton methods [30, 31]. More recently, AD has been
used to compute derivative information in computationally intensive
meteorological models [59].

1.5.2 Computational graph

The code list (1.28) is naturally represented by a computational graph
or Kantorovich graph [62]. The graphical representation immediately
elucidates important aspects such as dependency, parallelism, sparsity
etc. of the computational process.

To describe important computations on the computational graph
we need few basic graph theoretic concepts. Our graph terminologies
are adapted mainly from [1, 10, 17, 22]. We note that some of the
graph terminologies in the papers [48, 69] may di�er slightly from the
terminologies introduced here.

A graph G = (V;E) consists of a set V vertices, and a set E of
edges. An edge e 2 E corresponds to a pair of distinct vertices. An
undirected graph is a graph where the edges are unordered pairs and is
represented by e = fu; vg; u; v 2 V . A directed graph is a graph where
the edges are ordered pairs and is represented by e = (u; v); u; v 2 V .
A subgraph of a graph G = (V;E) is a graph S = (V 0; E 0) where V 0 � V
and E 0 � E.

If e = fu; vg we say that u is adjacent to v and vice-versa. If
e = (u; v) we say that u is adjacent to v and v is adjacent from u. In
an undirected graph the degree of a vertex v is the number of vertices
adjacent to it. In a directed graph the in-degree of a vertex v is the
number of vertices adjacent to v and the out-degree of a vertex is the
number of vertices adjacent from v. A vertex in G with in-degree 0
is called a source vertex. A vertex in G with out-degree 0 is called a
terminal vertex.

Let v and w denote two vertices. A path P from v to w is a sequence
of distinct vertices

(v = vk1 ; � � � ; vkl; vkl+1 = w)

such that vki is adjacent to vki+1 for 1 � i � l.
The length of the path P is the number of edges l in P . Unless

mentioned explicitly, all paths in this thesis have length at least 1. We
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write P = v
+
�! w to denote a path from v to w of length at least 1. A

cycle is a path v
+
�! v. A graph is called acyclic if it does not contain

any cycle.
The successor set of a vertex v in G is denoted succ(v) = fw :

v
+
�! wg. The predecessor set of a vertex v in G is denoted pred(v) =

fw : w
+
�! vg. The vertices that are adjacent from v are called the

immediate successors Sv and the vertices that are adjacent to v are
called the immediate predecessors Pv.

For a pair of vertices v and w we denote the set of all paths from v
to w by S

v
+
�!w

.
We assume that the intermediate variables t occur as arguments of

some elementary functions �i; i = n + p + 1; n + p + 2; � � � ; n + p + n.
The computational graph associated with a computational scheme is a
directed graph where corresponding to each independent variable there
is a source vertex, corresponding to each dependent variable there is a
terminal vertex and corresponding to each intermediate variable there
is an intermediate vertex (vertex that is neither a source nor a terminal
vertex). Note that the literal constants appearing in the computational
scheme can be incorporated in the de�nition of elementary functions
and hence do not need a separate representation as vertices.

If the vertex vi depends directly on vj i.e., vi is on the left hand
side of vj in a computational scheme, we de�ne an edge (vj; vi). Ver-
tices corresponding to the intermediate and dependent variables also
contain information about the elementary function being performed.
Associated with the edge (vj; vi) is the value of the elementary par-
tial derivative cij. The computational graph associated with (1.28) is
depicted in Figure 1.1.

Lemma 1 The computational graph associated with a code list is acyclic

Proof. Let us assume that there is a cycle (vj; vj+1; � � � vl; vj) in the
graph. By the partial order imposed on the variables vj this would
imply that j < j + 1 < � � � < l < j which is impossible. 2

The computational graph essentially contains all the necessary infor-
mation to compute the Jacobian matrix. The forward and the reverse
mode of AD can be derived in terms of graph operations.



32

v6

v7

v3 v5 v4

v1 v2

v8v9

2v1 �sin(v2)v2 v1

1

2

�1

1 1 1

Figure 1.1: Computational graph for the code list (1.28).

We may view the elementary partial derivatives associated with the
edges of the computational graph as \weights". The Jacobian accu-
mulation in the forward mode can then be interpreted as computing
weighted sum at each vertex and carrying forward the result until the
vertices corresponding to the dependent variables are reached.

The process of accumulating information in a directed graph has
been investigated in [56] in the context of \arithmetic circuit" eval-
uation. Let weight(vi) denote the weighted sum at the vertex vi in
the computational graph. If vi is not a source vertex then its value is
de�ned by

weight(vi) =
X

fj:vj2Pvig

cij weight(vj): (1.51)

Let us denote the n source vertices by vs1; � � � ; v
s
j ; � � � ; v

s
n;. and m termi-

nal vertices by vt1; � � � ; v
t
i ; � � � ; v

t
m;. Now, assign 1 to vsj and 0 to all the

remaining source vertices. Then by the chain rule,

@

@xj
fi = weight(vti) =

X
P2S

vs
j

+
�!vt

i

Y
(vl;vk)2P

ckl: (1.52)
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In other words, the partial derivative @
@xj

fi is the sum of the product

of elementary partial derivatives along all the paths emanating from vj
and �nishing at vi.

Consider the computational graph in Figure 1.1. Let us initialize
v1 = 1 and v2 = 0. Then

@
@x1

f1 = weight(v9)

= c97weight(v7)
= c97(c76weight(v6) + c75weight(v5))
= c97(c76(c61weight(v1)) + c75(c51weight(v1) + c52weight(v2)))
= c97(c76c61 + c75c51)
= c97c76c61 + c97c75c51
= v2 � 2

:

This method of accumulating elementary partial derivatives along the
path from the source vertices corresponds to the forward mode of AD.
To compute column j of the Jacobian matrix, one has to traverse the
computational graph once. Since each vertex in the computational
graph has in-degree at most 2 the number of arcs in the computational
graph is at most twice the number of vertices. For the computation
of column j one has to examine each arc once. This would imply that
column j can be obtained at a cost of about twice the cost of computing
the function. Note that the complexity analysis here is compatible with
our previous analysis for the forward mode. To compute the Jacobian
matrix, one may perform n forward accumulation which is approxi-
mately 2n times the cost of one function evaluation.

The reverse mode of AD corresponds to traversing the computa-
tional graph in \top-down" order, i.e., starting from vertices corre-
sponding to dependent variables (terminal vertices). If the terminal
vertices are initialized in a similar fashion, as in the forward mode, one
obtains rows of the Jacobian matrix.

1.5.3 Determination of sparsity patterns

Many techniques for the e�cient computation of sparse Jacobian ma-
trices require a priori knowledge of the sparsity pattern. This puts an
extra burden on the user as the task of providing sparsity pattern of
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the Jacobian has to be done by hand. This becomes tedious especially
when the code is large and complicated. In this section, we describe a
simple technique to determine the sparsity pattern from the computa-
tional graph. This is hardly a new idea and almost any AD software
should be able to compute this sparsity information automatically. Our
main purpose here is to demonstrate that computational graph repre-
sentation of a computational process is useful in obtaining valuable
information such as sparsity and parallelism [6]. The graph represen-
tation also provides us with well-known and e�cient graph algorithms
as a good starting point to solve our speci�c problems.

Carter [12] described a technique for the detection of sparsity using
�nite-di�erencing and graph coloring for symmetric matrices. Symme-
try information can be used to detect elements that are awed. More
precisely, given a trial sparsity pattern for a matrix A which is most
likely to be incorrect, �rst a consistent partition of the columns are
found by the CPR method. Then using �nite-di�erence approxima-
tions, the nonzero elements are found. Since the matrix is assumed to
be symmetric, if the di�erence between elements aij and aji is more
than a certain prescribed tolerance they are said to be awed. Once
these aws are detected, a new sparsity pattern is constructed incor-
porating information about the aws and the method is repeated until
the sparsity pattern is obtained. When no sparsity information is avail-
able this method is better than using n extra function evaluations to
determine the sparsity. However, the number of function evaluations
may be orders of magnitude higher than the chromatic number of the
intersection graph.

In AD context, the computational graph contains the necessary in-
formation about the sparsity pattern of the underlying Jacobian matrix.
For all the techniques to be studied in the remainder of this thesis we
assume that the sparsity structure of the Jacobian matrix can contain
elements that can be zero.

Let the source vertices be initialized so that weight(vsj) = 1 and all

other source vertices have weight zero. If there is a path vsj
+
! vti then by

(1.52) weight(vti) is nonzero. On the other hand if weight(v
t
i) is nonzero

then there must be some path emanating from vsj since contributions
from paths starting at other source vertices are not possible. Thus the
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sparsity pattern of the Jacobian matrix can be computed by �nding
paths between every pair of source and terminal vertices.

The transitive closure of a directed graph G = (V;E) is a graph
G+ = (V;E+) such that (vj; vi) 2 E+ if and only if G contains a path

vj
+
! vi.
The transitive closure problem has been studied in various appli-

cations such as parsing in compiler construction and database analysis
[2, 24]. A description of di�erent transitive closure algorithms can be
found in [58]. The sparsity pattern of the Jacobian can be obtained
by computing the transitive closure of the computational graph. The
observation that the computational graph is acyclic and the vertices are
topologically ordered greatly simpli�es the sparsity detection problem.
Further, to compute the sparsity pattern of a Jacobian matrix from
a computational graph (or some representation of it) we only need to
know whether there exists a path between pairs of source and terminal
vertices.

The algorithm CJS (Compute Jacobian sparsity Structure) given
below computes the sparsity pattern of J(x). We assume that the
sparsity pattern of C of the elementary partial derivatives can be com-
puted. This can be achieved by computing the dependency relation of
the vertices in the computational graph and need not involve numerical
computation of the elementary functions. Notice that the topological
order imposed by the code list (1.28) can be used to traverse the com-
putational graph.

Algorithm: CJS
(1)Let the vertices be ordered as in (1.34)

for i = 1; � � � ; n do
(2) pred(vi) = vi

end-for
for i = n + 1; � � � ; n+ p+ n do
pred(vi) = ;

for each vj adjacent to vi do
(3) pred(vi) = pred(vi) [ pred(vj)

end-for
end-for
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We �rst note that initialization in step (2) ensures that the pred(v)
for any vertex v contains the source vertices. In step (3) we exam-
ine the immediate predecessors (at most two) of vertex vi and merge
the predecessors of its immediate predecessors. Since the vertices are
traversed in topological order all the paths from the source vertices
leading to vi must be through its immediate predecessors vj and hence
its predecessor set contains all the source vertices from which vi can be
reached by a path.

Theorem 1 Algorithm CJS runs in O(n(p+ n)) time

Proof. Initialization step (2) requires O(n) time. At each vertex we
have to �nd an union of two sets. Cardinality of each such set can be
n. Therefore, the time will be O(n(p+ n)). 2

If n � p the time complexity becomes O(np). A common way to
represent a predecessor list is using a bit vector (a vector where each
entry is either a 0 or 1). A union operation can then be implemented
as a logical or operation.

1.6 Summary

In this chapter we have presented a brief introduction to the problems
considered in this thesis. We have discussed numerical problems where
the development of e�cient methods for solving them depends on ef-
fective utilization of properties such as structure and sparsity. We have
discussed two methods for obtaining derivatives e.g., �nite-di�erencing
and automatic di�erentiation. The sparsity pattern computation prob-
lem of a Jacobian matrix has been shown to be a variant of the transitive
closure problem.



Chapter 2

Computing Jacobian

matrices using

�nite-di�erence

approximation

In this chapter we give an introduction to the paper [69]. We discuss the
methods for the computation of sparse Jacobian matrices developed in
the paper and describe main results. We also present a new substitution
method to compute the Jacobian matrix.

Sparsity exploiting �nite-di�erence methods for computing sparse
Jacobian matrices typically de�ne groups of columns such that a group
of column can be estimated with one extra function evaluation. This
column partitioning problem can also be posed as a graph coloring
problem. For some problems scanning the columns in a carefully se-
lected order during the partitioning may reduce the number of groups
in the partition. There are problems where even with a reordering
of the columns, partitioning algorithms fail to achieve a satisfactory
partition in terms of minimum number of groups. If the column inter-
section graph of a sparse matrix is a complete graph then the number
of groups in any column partition is equal to the number of columns.
An example shows that by partitioning the matrix into blocks of rows
and determining the blocks seperately it is possible to estimate the
matrix very e�ciently. The sparsity in the individual blocks cannot

37



38

be utilized properly by column partitioning alone. The techniques de-
veloped in this chapter utilizes the sparsity and structure information
in an e�ective way to determine sparse Jacobian matrices. We �rst
partition the rows de�ning segments of columns. The Jacobian esti-
mation problem is then formulated as �nding a consistent partition of
the segmented columns. A graph theoretic characterization of the new
partitioning problem is given. We show that the m-block row partition
where m is the number of rows, corresponds to the \Element Isola-
tion (EI)" principle of Newsam and Ramsdell [57]. Using the graph
coloring formulation of the segmenetd column partitioning problem we
derive important complexity results. The segmented column approach
is shown to be at least as e�cient as the usual column partitioning
in terms of minimal function evaluations required to determine a Ja-
cobian matrix. A graph and matrix implementation of the segmenetd
column approach is given. We also show that it is possible to employ
the existing software [18] to compute the Jacobian matrices using the
segmenetd column approach.

In the numerical experiments we employ both heuristic coloring
techniques and an exact coloring technique. The test results indicate
that the segmented column approach reduces the number of groups in
the consistent partition.

A consistent partition of columns or segmented columns de�nes a
diagonal linear system in the nonzeros of the Jacobian matrix. Given a
consistent column partition we can de�ne a new column partition where
the resulting linear system is triangular and hence the nonzeros can be
obtained by susbtitution. The substitution partition developed in this
chapter requires fewer function evaluations than the consistent partition
from which it is constructed. We show that when the di�erence between
the chromatic number of column intersection graph and the maximum
number of nonzeros in any row is large, the proposed technique is very
e�cient.

In Section 2.1 we give a greedy column partitioning technique that
produces groups of columns so that the nonzeros can be determined
directly. The CPR [23] algorithm is then derived from the greedy tech-
nique. We briey discuss some approaches that appeared in the litera-
ture [17, 23], (see Appendix in [57]) concerning the Jacobian estimation
using FD.
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In Section 2.2 we introduce the main results from [69]. A motivating
example is presented and the segmented column approach is introduced.
We discuss DSATUR [11] coloring algorithm. We also discuss some of
the test results from [69].

Section 2.3 discusses a substitution method for the Jacobian com-
putation problem. We show that by using substitution we can reduce
the number of function evaluations. A substitution method is proposed
which uses column partitioning de�ned by a direct method. We try to
merge several column groups that are obtained from the direct method
into one group as long as the nonzeros can be determined by substitu-
tion. The new substitutable column partition may have fewer groups
than the number of column groups in the column partition from which
it is constructed.

Section 2.4 summarizes the chapter.

2.1 Column partitioning and graph color-

ing

In this thesis we assume that for a given x, the function F (x) is avail-
able as a complete vector. In large-scale optimization we often have
knowledge about the dependency of variables and the problem. This
information can be utilized to generate a sparsity structure of the Ja-
cobian matrix. The sparsity structure thus obtained must include all
the nonzeros in the Jacobian. It is possible that some of the zero ele-
ments of the Jacobian matrix may appear as nonzeros in the sparsity
structure obtained in this way.

Let F : <n ! <m. Consider the problem of computing the Jacobian
matrix of F at a point x. Let A denote the Jacobian matrix F 0(x). Then
an approximation to the jth column of A can be obtained from

aj =
@

@xj
F (x) �

1

"
[F (x+ "ej)� F (x)]; 1 � j � n (2.1)

where ej is the jth Cartesian basis vector and " is a positive increment.
Assuming that we already have evaluated F at x, an approximation
to jth column of A can be obtained by using one extra evaluation of



40

the function F . If an element aij is known to be zero then we would
not like to evaluate the ith component function of F at x + "ej. The
problem is to utilize this sparsity information in estimating A using
(2.1) under the assumption that F (x) is available as a complete vector.
Note that by using (2.1), A can be estimated trivially from n extra
function evaluations. Our purpose is to estimate A with fewer than n
function evaluations.

Columns aj and ak are called structurally orthogonal if they do not
contain nonzeros in the same row position. An important observation
made by Curtis, Powell and Reid [23] is that if the columns aj and
ak are structurally orthogonal then only one extra function evaluation
is necessary to estimate the nonzeros in the columns. Consider the
following approximation to the columns aj and ak

aj + ak �
1

"
[F (x + "(ej + ek))� F (x)]: (2.2)

If the columns aj and ak are structurally orthogonal then at most one
of the elements aij and aik can be nonzero for i = 1; 2; � � � ; m. Thus,
all the nonzeros in aj and ak can be estimated directly from one extra
function evaluation.

aj =

0BBB@
4

4

1CCCA ; ak =

0BBB@ 3

1CCCA ; aj + ak =

0BBB@
4
3

4

1CCCA

Figure 2.1: Exploiting sparsity in columns aj and ak.

In Figure 2.1 aj and ak are column vectors with 4 elements. The
symbols 4 and 3 denote nonzeros in aj and ak, respectively. A zero
elements is indicated by a blank. It can be seen from the �gure that aj
and ak are structurally orthogonal.

A partition of the columns of A is a division of columns into groups
C1; C2; � � � ; Cp such that each column belongs to one and only one group.
The problem of estimating a Jacobian matrix that exploits known spar-
sity can be stated as follows:
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Partition the columns of A into groups C1; C2; � � � ; Cp such that the
nonzeros corresponding to each group of columns can be estimated di-
rectly using one extra function evaluation with p as small as possible.

The CPR technique [23] exploits sparsity by computing a column
partition of A such that columns in the same group are structurally or-
thogonal. We note that if the column partition divides the columns into
structurally orthogonal groups then the nonzeros can be determined di-
rectly. We call a column partition consistent with direct determination
if the nonzeros can be determined directly. If there are p groups in the
consistent partition then all the nonzero elements of the matrix can be
estimated from p function di�erences.

The algorithm CCP (Compute a Column Partition) partitions the
columns of A into structurally orthogonal groups. The set index set
contains the indices of columns that have not been assigned to a column
group. Initially, index set contains the indices of the columns of A. Let
C � f1; 2; � � � ; ng be a set of column indices of A. If aj is structurally
orthogonal to ak, k 2 C we write

aj?sAC :

Algorithm: CCP
(1) index set = f1; 2; � � � ; ng
(2) p = 0
(3) while index set 6= ; do
(4) p = p +1
(5) Cp = ;
(6) for j 2 index set and aj?sACp

(7) Cp = Cp [ fjg
(8) index set = index set nfjg

end-for
end-while

Output:
Ci; i = 1; 2; � � � ; p

In the while-loop, index set is being scanned and a group of structurally
orthogonal columns is formed. When the algorithm terminates a par-
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tition of the columns is computed where each group

Ci; i = 1; 2; � � � ; p

contains the indices of structurally orthogonal columns.
Our aim is to �nd a column partion that yields a small p. Con-

sider step (6) of CCP. The order in which the unassigned columns are
scanned is arbitrary. The CPR algorithm scans the columns in their
natural order 1; 2; � � � ; n. In [23] the CPR algorithm applied on three
test problems show that the ordering of the columns is not important.
The natural ordering of the columns for two of the problems gives opti-
mal partition. However, it is observed in [17] that the number of groups
in the partition depends on the ordering of columns. A graph-theoretic
characterization of the column partition problem is given and the role
of column ordering on the number of groups in the partition is discussed
in graph-theoretic terms.

The column intersection graph G(A) = (V;E) associated with A is
an undirected graph where V = fa1; a2; � � � ; ang and fai; ajg 2 E if and
only if columns ai and aj contain nonzeros in the same row position.

A p-coloring of the vertices of G is a function � : V ! f1; 2; � � � ; pg
such that fu; vg 2 E ) �(u) 6= �(v).

The chromatic number �(G) of G is the smallest p for which it has
a p-coloring. An optimal coloring is a p-coloring with p = �(G).

The following result from [17] connects the column partitioning
problem with a graph coloring problem.

Theorem 2 � is a coloring of G(A) if and only if � induces a partition
of the columns of A into structurally orthogonal groups.

It is well known that the general graph coloring problem is NP-complete
[35]. Therefore it is natural to enquire whether the graph G(A) is easier
to color. The answer to this question is unfortunately negative. It is
shown that [17, 57] coloringG(A) is no easier than coloring an arbitrary
graph.

The algorithm CCP falls under what is known as greedy algorithms
in the literature. In a greedy algorithm one tries to choose best possible
alternative from among the current set of choices. Greedy techniques
often yield good algorithms and are usually easy to implement. How-
ever, there is no guarantee that a greedy selection at each step will
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�nally lead to the optimal solution. One way to improve upon CCP
algorithm is to consider the vertices in some reasonable order.

Let G = (V;E) be a graph whose vertices are given in their natural
order v1; v2; � � � ; vn. Using the connection between the column parti-
tioning problem and graph coloring problem, a greedy algorithm to
compute a coloring of the vertices of G can be given where the vertices
are scanned in their natural order. At step i, vertex vi is assigned the
smallest possible positive integer which is not assigned to any of the
vertices adjacent to vi.

To reduce the number of colors, the greedy algorithm is employed
with the vertices ordered using an ordering algorithm. We discuss few
popular ordering algorithms.

The Largest First Ordering (LFO) of Welsh and Powell [77] consists
of ordering the vertices in nonincreasing degree.

In the Smallest Last Ordering (SLO) (see [53]) the vertices are or-
dered such that the vertex vk is the kth vertex in the order if the degree
of vk is minimal in the subgraph induced by the unordered vertices

V n fvk+1; � � � ; vng:

where fvk+1; � � � ; vng are already ordered. Both LFO and SLO may
require far many color than the chromatic number on easy-to-color
graphs. In [17] two bipartite graphs are considered on which LFO and
SLO require O(n) colors.

The Saturation Degree Ordering of Br�elaz [11] chooses a vertex with
maximal degree in the uncolored graph to assign the �rst color. At
step k vertex vk where vk has maximal number of di�erently colored
neighbors is selected and assigned the least possible color. If there is
a tie then vk is chosen to be a vertex with the maximal degree in the
uncolored subgraph. Br�elaz have shown that his algorithm is optimal
on bipartite graph.

The Incidence Degree Ordering (IDO) of Coleman and Mor�e [17]
is based on Br�elaz's [11] algorithm and has the advantage that it can
be implemented e�ciently [18]. The incidence degree of an uncolored
vertex v is the degree of v in the subgraph induced by the colored
vertices. In IDO the kth vertex is chosen from among the uncolored
vertices that has the maximal incidence degree in the subgraph induced
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by the colored vertices. Like Br�elaz's [11] algorithm, the IDO algorithm
is optimal on bipartite graphs.

A graph is called slightly hard-to-color with respect to a coloring
algorithm if some application of the algorithm on the graph produces
a nonoptimal coloring.

A graph is called hard-to-color with respect to a coloring algorithm
if for all application of the algorithm on the graph the coloring produced
is not optimal.

In other words, for a slightly hard-to-color graph a particular tie-
breaking strategy in the algorithm leads to a non-optimal coloring
whereas for a hard-to-color graph no matter which way ties are bro-
ken the algorithm always returns a nonoptimal coloring.

Over all graphs G = (V;E) the smallest slightly hard-to-color graph
with respect to an algorithm is a graph with minimum number of edges
such that the graph is slightly hard-to-color and has minimum num-
ber of vertices. Over all graphs G = (V;E) the smallest hard-to-color
graph with respect to an algorithm is a graph with minimum number
of edges such that the graph is hard-to-color and has minimum number
of vertices.

The graph in Figure 2.2 due to Kubale and Pakulsky [51] is an
example of small graphs on which the Saturation Degree Ordering is
not optimal. An optimal coloring for the graph can be speci�ed by the
following partition of the vertices

fv1; v7g; fv2; v8g; fv3; v4; v5; v6g

where for each set we use a separate color so that a total of 3 colors
are needed. With the ordering (v1; v2; v3; v4; v5; v6; v7; v8), the greedy
algorithm partitions the vertices into 4 sets

fv1; v6g; fv2; v5g; fv3; v4; v7g; fv8g

requiring 4 colors. We note that (v1; v2; v3; v4; v5; v6; v7; v8) is a valid
Saturation Degree Ordering and Incidence Degree Ordering. Kubale
and Pakulsky [51] report that the graph in Figure 2.2 is the smallest
hard-to-color graph for the Saturation Degree Ordering. We do not
know if the graph is also smallest hard-to-color graph for Incidence
Degree Ordering.
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v1 v2

v3

v4

v5 v6

v7

v8

Figure 2.2: A hard-to-color graph.

Goldfarb and Toint [37] have considered the Jacobian and Hessian
matrix computations that arise in �nite-di�erence approximations to
partial di�erential equations. They have observed that the computa-
tional stencil of the �nite-di�erence operator often leads to very regular
Jacobian structures. They have given several examples where the re-
sulting Jacobian matrices have band structure. In particular, they have
considered stencils for which the associated Jacobian has 5; 7; 9; 11; 13-
diagonal structures. A band matrix which is dense within the band
can be estimated e�ciently. For example a 5-diagonal Jacobian can be
approximated with 5 di�erences [37].

2.2 The segmented column approach

We consider the following example due to Eisenstat(see [17]). Let

A =

 
A1

A2

!
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be a (n+ 1) by n matrix (n even) where

A1 = (D1 D2) and A2 =

 
Z 0
D3 B

!
:

Matrices D1; D2; D3 2 <
n
2
�n

2 are non-singular diagonal matrices. The
diagonal entries of B 2 <

n
2
�n

2 are zeros while its o�-diagonal entries are
nonzeros. Matrix Z 2 <1�n

2 consists entirely of nonzeros and 0 2 <1�n
2

is a zero vector. Further, let n � 6 be an even number. The sparsity
structure of an example matrix is depicted in Figure 2.3.

1 2 3 4 5 6

X X

X X

XX

X X X

X X X

X X X

X X X

1 2 3

4 5 6

1 2 3

4 5 6

A1

A2

G(A1)

G(A2)

(a) (b)

Figure 2.3: (a) Eisenstat matrix A when n = 6. (b) Intersection graphs
G(A1) and G(A2).

Observe that the intersection graph G(A) in Figure 2.3 is a complete
graph. So it requires at least 6 colors and hence 6 column groups are
necessary in a consistent column partition. We denote the maximum
number of nonzeros in any row of a matrix by �max. The value of �max

provides a lower bound on the number of groups in a consistent column
partition. For Eisenstat example matrix on n columns �max =

n
2
.

Let the rows of A be denoted by fr1; r2; � � � ; rmg. A row partition
of the matrix A is a mapping � from fr1; r2; � � � ; rmg onto f1; 2; ::; kg
for some k � m. Note that a row partition of A produces blocks
A1; A2; � � � ; Ak where where row r in block i has �(r) = i. Then we
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can identify the segment of column j in block Ai and call it segmented
column aij.

Now, consider the example in Figure 2.3. Assume that the rows of A
are partitioned into two blocks A1 and A2 with �rst 3 rows in A1 and the
remaining rows in A2. We can determine A by determining the blocks
A1 and A2 separately. The intersection graphs corresponding to A1 and
A2 are depicted as G(A1) and G(A2) in Figure 2.3. The numbers inside
the vertices represent the corresponding column number. Since A1

and A2 are determined separately, associating a column of A with two
di�erent vertices in G(A1) and G(A2) does not create any ambiguity.
By inspection, G(A1) is bipartite and hence we need only 2 colors on
it. To obtain a coloring for G(A2) we observe that the pairs of vertices
f1; 4g; f2; 5g and f3; 6g are not connected and hence we need 3 colors for
them. Since vertices f2; 3; 4g constitutes a complete subgraph of G(A2)
we must use at least 3 colors. Hence, the coloring is optimal. So, we
need a total of 5 colors on G(A1) and G(A2). Correspondingly, the
matrix A can be determined using only 5 function evaluations which
is one less than the number of function evaluations using the trivial
column partition. We need n

2
+ 2 function evaluations to determine

A 2 <n�n by partitioning A into A1 and A2 and determining each
block separately.

The main motivation behind the segmented column approach is the
above example of Eisenstat and our examples in [68, 69]. Column parti-
tioning algorithms on these examples cannot exploit sparsity e�ectively.
These examples also demonstrate that the gap between the chromatic
number of the intersection graph of the Jacobian matrix and the value
of �max may be arbitrarily large. So, a worthwhile goal is to develop
methods that exploit sparsity more e�ectively.

The above discussion leads to the following problem.
Determine A by partitioning the rows into blocks A1; A2; � � � ; Ak with

fewest possible function evaluation
This has been an open problem for long and the thesis addresses it.

Our proposal is to partition the matrix initially into m blocks where
m is the number of rows. Then de�ne an appropriate graph based
on this partition and apply a coloring algorithm on this graph. If the
number of colors are fewer than the coloring of G(A) then we can �nd a
partition and the matrix can be estimated with fewer groups. We test
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both heuristic and optimal coloring algorithms on our test matrices.
To our knowledge we know of no published work that applies optimal
coloring techniques to the problems considered here. Our test results
show that on some test matrices our heuristic algorithm is optimal.

To determine A from a given row partition we can group the seg-
mented columns so that the nonzeros corresponding to a group can be
determined directly. This can be achieved by using an extended concept
of structural orthogonality that is suitable for segmented columns.

Two segmented columns aij and aiq are structurally orthogonal if
they do not have nonzeros in the same row position.

Segmented columns aij and apq, i 6= p and j 6= q, are structurally
orthogonal if

� aij and aiq are structurally orthogonal and

� apj and apq are structurally orthogonal.

The following result from [69] shows that it is possible to esti-
mate the nonzeros from a group of structurally orthogonal segmented
columns.

Lemma 2 A group of structurally orthogonal segmented columns can
be estimated with one extra function evaluation.

The problem of estimating the Jacobian matrix A can now be posed
as follows.

Given a row partition of A, partition the segmented columns into
structurally orthogonal groups C1; C2; � � � ; Cp with p as small as possible.
The resulting partition of segmented columns is said to be consistent
with the direct determination.

Griewank [42] has considered a splitting of columns of the Jacobian
matrix into segments. This process of splitting corresponds to mak-
ing several duplicates of the same independent variable, and replacing
the dependency information among the independent, intermediate and
dependent variables accordingly. For example if y depends on the in-
termediate t1 = x2 and z depends on the intermediate t2 = cos(x)
and not on t1 then one can create a duplicate xd of x and, let t1 = x2d
t2 = cos(x).
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In our method [69] we form a consistent partition of the segmented
columns. The partitioning problem of segmented columns can be asso-
ciated with a graph coloring problem. First, let us de�ne an intersection
graph associated with A given a row partition.

Given a matrix A and a row partition � of A, the block independent
graph is denoted by G�(A) = (V;E), where V = faij : 1 � i � k; 1 �
j � ng and the edge faij; apqg 2 E if and only if segmented columns
aij and apq are not structurally orthogonal.

Using the following result from [69] it is possible to solve the seg-
mented column partitioning problem by solving a graph coloring prob-
lem.

Theorem 3 � is a coloring of G�(A) if and only if � induces a con-
sistent partition of the segmented columns.

As noted earlier, the graph theoretic characterization is useful, for ex-
ample, in determining the complexity of the problem.

Let � be a row partition that de�nes blocks A1; A2; � � � ; Ak. If we
partition the rows in blocks Ai further we have a re�nement �0 of
�. We have seen that the Eisenstat example matrix can be estimated
with many fewer function evaluations by partitioning the rows into
two blocks. A relevant question is whether it is possible to reduce the
number of function evaluations further by re�ning the partition. The
following result from [69] shows that the chromatic number of G�0(A)
is never greater than the chromatic number of G�(A).

Theorem 4 For any re�nement �0 of �, �(G�0(A)) � �(G�(A)).

Using Theorem 4 we can derive an upper bound on the number of colors
required by G�(A) in a minimal coloring.

Corollary 1 �(G�(A)) � �(G(A)):

The Element Isolation principle EI described in (see Appendix in
[57]) is concerned with the determination of sparse Jacobian matrices
where the nonzero elements are partitioned into sets such that nonzeros
in a set can be estimated with one function evaluation. It was shown
[57] that A can be determined by p function evaluations using EI if
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the element isolation graph GEI(A) is p-colorable. The graph G�(A)
obtained from the m-block row partition � is isomorphic to GEI(A)
[69].

Lemma 3 Given a Jacobian matrix A 2 Rm�n and a row partition �
where there are m blocks, G�(A) is isomorphic to GEI(A).

The following result given in [69] shows thatGEI(A) has the smallest
chromatic number.

Theorem 5 The chromatic number of the Element Isolation graph is
minimal over all possible row partition �.

In terms of minimum number of function evaluation m-block row
partition is the best partition.

We can use coloring heuristics that are suitable for G(A) to color
G�(A). A second possibility is to color G�(A) optimally i.e., use a
coloring algorithm that gives us an optimal coloring. In view of the
results stated above, the latter approach will give us a coloring that is no
worse than the optimal coloring of G(A). Our test results indicate that
the chromatic number of G�(A) is indeed smaller than the chromatic
number of G(A) on some of the practical problems. If the structure of
the Jacobian matrix does not change from iteration to iteration then
we need to do the coloring only once. Further, if the functions are
expensive to compute then saving a few function evaluations in each
iteration will reduce the overall cost of the iterative process.

We call a coloring algorithm exact whenever it can compute a �(G)-
coloring for a graph G. There are relatively few methods available for
solving graph coloring instances exactly. For small graphs, coloring
algorithms such as in [11] can be used. Many of the exact coloring
algorithms use exhaustive search albeit intelligently. Since exhaustive
searching often amounts to exponential time complexity, these algo-
rithms cannot handle large problem instances. Another way of solving
the coloring problem is to formulate it as a linear program where the
variables are restricted to integers. Mehrotra and Trick's column gen-
eration approach [55] uses an Integer Linear Programming (ILP) for-
mulation of the coloring problem. They have presented experimental
results on several classes of graphs (largest graph considered is on 864
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nodes with 18707 edges). On moderately sized test problems, their ap-
proach seems to perform well. However, on sparse graphs the column
generation approach is ine�cient.

In our experiments with segmented column approach, we employ
DSATUR [11] algorithm. This is an exact coloring algorithm based
on a partial coloring (de�ning sub problems) of the graph. A partial
coloring of level p is a coloring of vertices v1; � � � ; vp. At the beginning
of the algorithm a r-coloring of the vertices of the graph is obtained
and a clique is found. Here r is considered as an upper bound on the
number of colors required by the graph.

The algorithm proceeds by creating subproblems and examining
them to �nd a better coloring. If a subproblem uses more colors than
the current upper bound then it can be fathomed.

If the graph is not completely colored and the current subproblem
uses less colors than the current upper bound then an uncolored vertex
v is chosen to de�ne new subproblems. The DSATUR chooses the
vertex with maximal saturation degree. For each feasible color for the
vertex v, a new subproblem is de�ned. In addition, a new subproblem
is created with v receiving the color k + 1 where k is the number of
colors required by the current subproblem.

If all the vertices are colored requiring k colors and k is less than
current upper bound then the current upper bound is set to k.

The algorithm terminates when there are no subproblems left. The
resulting coloring is optimal.

We have tested the DSATUR algorithm on G(A) and G�(A). The
test has been performed on a SUN ULTRA 1 running Solaris. We
have considered the test problems from Table 5 reported in [17]. The
matrices included in the experiments are the ones where the dsm [17]
coloring of G(A) needed more colors than the value of �max. The reason
is that since �max is a lower bound on the number of colors the best we
can hope for the methods considered here is to �nd a coloring with �max

colors. This allows us to test our method by �nding optimal colorings
for G(A) and G�(A). We reproduce Table 1 from [69] in Table 2.1.

The graphG�(A) is de�ned from anm-block row partition �. In Ta-
ble 2.1, LB denotes the size of the maximum clique found by DSATUR
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Table 2.1: Exact coloring test results.

Matrix G(A) G�(A)
Nodes Edges LB Optimal Nodes Edges LB Optimal

ash219 85 219 4 4 438 2205 4 4
abb313 176 3206 10 10 1557 65390 6* 10*
ash331 104 331 6 6 662 4185 3 4
will199 199 960 7 7 701 7065 6 7
ash608 188 608 6 6 1216 7844 3 4
ash958 292 958 6 6 1916 12506 3 5*

algorithm and Optimal denotes the optimal coloring 1. From Table
2.1, we see that �(G�(A)) is smaller than �(G(A)) on three of the in-
stances. In particular, we have an improvement of about 33% on the
number of colors usingm-block row partition. It is to be mentioned that
for the problems considered here dsm computes an optimal coloring of
G(A). So, there is apparently no room for improvements considering
only G(A) on the test problems. However, our test results show that by
using row partition we can reduce the number of function evaluations.

An interesting observation with regard to DSATUR algorithm is
that when it terminates, it �nds the solution quickly. On the other
hand, DSATUR could not solve the problem \abb313" in the time
limit of �ve hours of cpu time. On the problem \ash958" it, however,
produced a suboptimal solution quickly which is better than the corre-
sponding optimal coloring for G(A).

DSATUR algorithm �rst �nds a maximal clique and colors the ver-
tices of the clique. The rest of the vertices are then colored recursively
by carefully chosen enumeration ordering as outlined. For graphs G(A)
or G�(A), �max provides a lower bound on the chromatic number as it
constitutes a clique on �max vertices. Thus the clique-�nding step can
be eliminated. One may employ a CPR type algorithm (with ordering
of the vertices) to compute an initial coloring and DSATUR may be

1asterisk * denotes that DSATUR algorithm did not terminate on that example.
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employed to improve on that.
Heuristic techniques [11, 17, 53] are used to handle very large col-

oring instances. Since we are dealing with same class of problems, i.e.,
coloring problems it is natural that we consider heuristics that are al-
ready available and works well on G(A). In our experiments [48, 68],
we have used ordering algorithms LFO, SLO, and IDO together with
a greedy heuristic to color the graph. These ordering heuristics are
implemented in dsm [15].

The segmented column heuristic can be implemented by de�ning a
larger matrix A�. This enables us to use existing software [18] to com-
pute the Jacobian matrix. Given a row partition �, the matrix A� is
constructed by mapping each segmented column to a unique column of
A�. This can be achieved by placing the matrix blocks de�ned by � in
A� in a left to right fashion. The structural orthogonality information
among the segmented columns can be incorporated by de�ning extra
rows each containing two nonzeros. We note that the Jacobian matrix
is not partitioned. We are only concerned with the sparsity pattern
of the matrix and A� in this context represents the sparsity pattern.
The construction is described in detail in [69]. The matrix G(A�) is
isomorphic to G�(A) [69]. Thus with the m-block partition we have an
easy implementation of EI principle.

On the molecular conformation problem [69] we obtained a O(logn)
coloring of G�(A). Since the intersection graph of the corresponding
Jacobian matrix is a complete graph, it has only a trivial coloring e.g.,
n-coloring. Thus on this problem we obtain the theoretical coloring.

We have experimented with m-block row partition using dsm on
Harwell test matrices. The number of colors required to color G(A�)
is same as the number of colors required to color G(A).

2.3 Indirect methods

A number of work related with the estimation of Jacobian matrices
[17, 37, 47] consider direct methods. In a direct method the nonzero en-
tries can be read-o� the di�erence approximations of a group of columns
directly, i.e., without any other arithmetic operations. In an indirect
method such as a substitution method the unknowns are ordered such
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that the ordering leads to a triangular system. The additional cost of
substitution is often small compared with the savings in the number
of function evaluations. Substitution methods have been investigated
in the context of symmetric matrices [14, 18, 54, 60]. It has been ob-
served that substitution methods may require fewer function evaluation
compared with direct methods. In this section we use an illustrative ex-
ample to demonstrate the Jacobian matrix estimation by substitution.
A simple substitution technique to compute the Jacobian matrices is
then discussed.

First, let us review few basic concepts and terminology that are
required for the ensuing discussion. Let d1; d2; � � � ; dp be the di�erence
vectors. Consider the following equations

Adi = yi; i = 1; 2; � � � ; p (2.3)

where yi is the �nite-di�erence approximation to the columns speci�ed
by the vector di. If the di�erence vectors correspond to a consistent par-
tition of the columns of A then (2.3) gives a diagonal linear system in the
nonzeros of A. Methods where the choice of vectors di; i = 1; 2; � � � ; p
lead to a diagonal linear system are called direct methods. Segmented
column approach of the previous section is a direct method. Methods
where the choice of vectors di; i = 1; 2; � � � ; p lead to a triangular sys-
tem are called substitution methods. A lower triangular system can be
solved by carrying out a forward substitution (see [38]). Similarly an
upper triangular system can be solved by carrying out a back substitu-
tion. If the nonzeros can be obtained by forward or back substitution
we say that the nonzeros have a substitution ordering.

To see that a substitution method may reduce the number of func-
tion evaluations consider a matrix A with the following structure.0B@ � �

� �
� �

1CA
Let the di�erence vectors be

d1 =

0B@ h
h
0

1CA ; and d2 =

0B@ 0
h
h

1CA : (2.4)
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Now, consider the products Adi = yi; i = 1; 2 where y1 and y2 contains
�nite-di�erence approximations to the columns speci�ed by the di�er-
ence vectors d1 and d2 respectively. This gives us 6 linear equations in
6 nonzeros of A. We can order the equations to obtain the triangular
system 0BBBBBBBB@

h 0 0 0 0 0
0 h 0 0 0 0
0 0 h 0 0 0
0 0 0 h 0 0
0 h 0 0 h 0
0 0 0 h 0 h

1CCCCCCCCA

0BBBBBBBB@

a11
a22
a13
a32
a21
a33

1CCCCCCCCA
=

0BBBBBBBB@

(y1)1
(y2)2
(y2)1
(y1)3
(y1)2
(y2)3

1CCCCCCCCA
: (2.5)

Since (2.5) is a lower triangular system we can use a forward substi-
tution to solve for the nonzeros of A. On the other hand, the intersec-
tion graph G(A) is a complete graph and hence we need three function
di�erences in a direct method. Note that column 2 is included in both
di�erence vectors.

The above example shows that it might be worthwhile to address
more general problem where the column groups do not necessarily de-
�ne a partition. To see that a substitution scheme such as the one
mentioned above may need fewer function evaluations consider a 3� 3
matrix that has at most 2 nonzeros in any row. Let the columns be
partitioned into three groups

C1 = fa1g; C2 = fa2g; C3 = fa3g

from which we can de�ne a column grouping

C 0
1 = fa1; a2g; C

0
2 = fa2 a3g:

The linear relationship among the nonzeros can be described in the
following way

ha11 + ha12 = (y1)1
ha12 + ha13 = (y2)1

ha21 + ha22 = (y1)2
ha22 + ha23 = (y2)2

ha31 + ha32 = (y1)3
ha32 + ha33 = (y2)3

: (2.6)
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The system (2.6) in its present form is clearly not triangular. Now
recall that the maximum number of nonzeros in any row is 2 and the
consistent column partition has three groups which are merged into two
column groups C 0

j; j = 1; 2. Now, consider the determination of row i:

hai1 + hai2 = (y1)i
hai2 + hai3 = (y2)i

: (2.7)

Since each row has one or two nonzero elements one of the equation
in 2.7 contains at most one nonzero and therefore can be determined
directly. Then the remaining nonzero in row i can be determined by
substitution. Thus this method of substitution reduces the number of
function evaluation by one.

The above argument can be extended to apply to a m � n matrix
A. To see this let the columns of A be partitioned into p groups of
structurally orthogonal columns

fC1; C2; � � � ; Cpg

and let �max be the maximum number of nonzeros in any row of A.
Also assume that p > �max. Consider a new grouping of the columns,

fC1; C2g; fC2; C3g; � � � ; fCp�1; Cpg:

The nonzeros in row i are de�ned by p� 1 equations. Since there are
at most �max nonzeros and p > �max at least one of the nonzeros can
be determined directly. Then the remaining nonzeros in row i can be
found by substitution. This discussion is summarized below.

Lemma 4 If p > �max then fC1; C2g; fC2; C3g; � � � ; fCp�1; Cpg de�nes
a substitution ordering of the nonzero elements of A.

Lemma 4 shows that the substitution ordering requires one less
function evaluation than the given consistent direct partition provided
that p > �max. This result also indicates that the problems where the
Jacobian has a relatively few nonzeros per row but chromatic number of
its intersection graph is large [69] are good candidates for a substitution
scheme.
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Consider the situation where the number of groups p in a consistent
partition of the columns of A is much larger than the maximum number
of nonzeros in any row. Then we can de�ne a substitution method which
may result in signi�cant savings in the number of function evaluations.

Let us assume that a consistent partition of the columns of A con-
tains

p = k(�max + 1)

groups where k � 1. We partition the p groups into k collections such
that each of these k collections contain �max + 1 column groups. For
example, if �max = 3 and p = 8 then we can de�ne two collections

C1 = fC1; C2; C3; C4g; C2 = fC5; C6; C7; C8g:

Each collection can be determined with 3 function evaluations.
We note that when de�ning the collections, any arbitrary combina-

tion of �max + 1 column groups can be included in a collection. Since
each collection contains �max + 1 column groups, by Lemma 4 we can
determine the nonzeros in a collection by substitution using only �max

function evaluations. For each collection we save one function evalua-
tion. Hence the matrix can be determined by substitution using p� k
function evaluations. If p modulo (�max + 1) 6= 0 then one of the
collections has fewer than �max + 1 groups. The columns in the col-
lection with reduced number of groups need to be determined directly.
Thus, total number of function evaluations in the substitution method
is p � b p

(�max+1)
c. We illustrate the above substitution method on an

example. Consider a matrix A with the following sparsity pattern.0BBBBBBBBBBB@

� �

� �

� �

� �

� �

� �

� �

� �

� �

� �

� �

� �

� �

� �

� �

1CCCCCCCCCCCA
The column intersection graph G(A) is a complete graph on 6 vertices
and hence any consistent column partition must have at least 6 column
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groups. Since �max = 2 for this example we can de�ne

C1 = fC1; C2; C3g; C2 = fC4; C5; C6g

where Cj contains column j of A for j = 1; 2; � � � ; 6. Using our substi-
tution method, we need only 4 function evaluations.

The matrix A shown above can also be determined by the segmented
column approach. We can de�ne a row partition that partitions the
matrix into 3 blocks: A1 consisting of rows 1 through 3, A2 consisting
of rows 4 through 7 and A3 consisting of rows 8 through 15. Each block
requires at least 2 function evaluations. Therefore, the total number
of function evaluations is 6 which is more than the number of function
evaluations in the substitution method.

In our substitution method there are �max + 1 groups in each col-
lection (except for the last collection which may contain fewer than
�max + 1 groups). The method assumes that there are many rows in
the matrix with �max nonzeros and that if we add a group to a collec-
tion then it is likely that the maximum number of nonzero elements in
a row in the collection also increases by one. It is possible to do better
by allowing collections have di�erent number of groups. One collection
could have �max + 1 groups, but the remaining collections can vary in
number of groups depending on the distribution of nonzero elements.

Assume that we have k collections C1; C2; � � � ; Ck where Ci; i =
1; 2; � � � ; k contains di groups and maximum number of nonzero ele-
ments in any row, �(i)max, in each collection satisfy �(i)max + 1 � di. Then
each collection can be estimated by substitution with di � 1 function
evaluations. Total number of function evaluations is

kX
i=1

(di � 1) = p� k

It is clear that k � b p

(�max+1)
c. The above discussion suggests that it is

worthwhile to investigate substitution methods further.

The substitution method of this section is based on a given consis-
tent partition of the columns of A. Let us examine the situation when
we have a consistent partition of the segmented columns. We consider
the Eisenstat example given in Figure 2.3 with the row partition divid-
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ing A into two blocks

A =

 
A1

A2

!
where A1 contains �rst 3 rows of A and A2 contains the remaining
rows. Let aij denote the segmented column in block i and column j. A
consistent partition of the segmented columns can be speci�ed as

C1 = fa11; a12; a13g; C2 = fa14; a15; a16g;

C3 = fa21; a24g; C4 = fa22; a25g; C5 = fa23; a26g

De�ne a new grouping fC1; C2g; fC2; C3g; fC3; C4g; fC4; C5g. Now con-
sider the nonzeros in the �rst row of A. None of the nonzeros in the
�rst row can be determined directly with the new grouping. To see
this consider the nonzero a14 which is to be determined from the group
fC2; C3g. Since a21 is included in the group fC2; C3g a �nite-di�erence
approximation for the group also involves the nonzero a11 and hence
a14 cannot be determined directly. In a similar way it can be shown
that a11 cannot be determined directly.

The example shows that the substitution method presented in this
section is not directly applicable to the partition based on segmented
columns.

2.4 Summary

In this chapter we have shown how sparse Jacobian matrices can be
estimated e�ciently using �nite-di�erencing. We have introduced and
discussed the main results from the paper [69]. We have proposed a
new substitution method for the estimation of Jacobian matrices.

Column partitioning techniques are not suitable in all circumstances.
In the Eisenstat example we have observed that sparsity can be utilized
e�ectively if the matrix is estimated by blocks. The segmented column
approach generalizes the Jacobian estimation by blocks. We have shown
that the Jacobian estimation problem can be posed as a partitioning
problem of segmented columns. A group of structurally orthogonal seg-
mented columns can be estimated with one extra function evaluation.
We have obtained important complexity results concerning the number
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of groups in a consistent partition of segmented columns by connecting
the partitioning problem with a graph coloring problem. The chromatic
number of G�(A) is never more than the chromatic number of G(A) for
any row partition �. We have shown that the chromatic number of the
block independent graph corresponding to the m-block row partition is
minimal over all possible row partition.

The numerical experiments using DSATUR on the Harwell-Boeing
test matrices show that the segmented column approach can reduce
the number of groups . On three of the test problems, G�(A) needed
fewer colors than G(A). These results show that on practical problems
segmented column approach can be used.

Using substitution methods a Jacobian matrix can be estimated
with fewer function evaluations than a direct method. In this chapter
we have proposed a substitution method where signi�cant savings in
the number of function evaluations are possible. We have shown that
if the number of groups in a consistent column partition is more than
the the maximum number of nonzeros in any row then it is possible to
save at least one function evaluation using substitution. In particular,
if the di�erence between the maximum number of nonzeros in any row
and the number of groups in the consistent partition is large than our
substitution method will be able to estimate the matrix with many
fewer function evaluations.

Our discussion in Page 58 shows that by allowing collections to have
di�erent number of groups it may be possible to reduce the number of
function evaluations using substitution. We are currently investigating
this topic.

The problem of estimation of Jacobian matrices are being actively
investigated using AD techniques. We discuss the Jacobian estimation
using AD in the next chapter and present our work.



Chapter 3

Computing Jacobian

matrices via automatic

di�erentiation

Sparsity exploiting techniques of Chapter 2 require the computation of
function di�erences and use the known sparsity pattern to form groups
of structurally orthogonal columns or segmented columns. In other
words, there are two aspects to the techniques advocated in Chapter 2,

1. Obtain a consistent partion of the columns or segmented columns.
Consequently, the known sparsity information is exploited in col-
umn direction.

2. Estimate the partial derivatives corresponding to each group of
columns or segmented columns. Estimates are obtained by �nite-
di�erencing.

In this chapter we discuss methods where partial derivatives are
computed by AD techniques thereby obtaining the derivatives free of
truncation error. Also by using the forward and reverse modes of AD
we can exploit Jacobian sparsity in both row and column directions.
We present and discuss the main results from [48] and report new ex-
perimental test results.

In the recent years AD techniques have been proposed to compute
the derivative information. Given a function evaluation program in a
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high level language such as C or FORTRAN, AD forward and reverse
modes can be employed to compute the gradient, Jacobian and Hessian
matrices. Similar to the forward di�erence techniques, it is possible to
exploit sparsity using AD. Column sparsity can be exploited by us-
ing the forward mode while the reverse mode can be used to exploit
sparsity in rows. However, when the matrix contains both dense rows
and columns it is not quite obvious how to exploit the sparsity. We
address the problem of computing Jacobian matrices that may contain
dense rows and columns and show how a combined approach can be
used to compute the matrix e�ciently. The Jacobian matrix computa-
tion problem is posed as a partitioning problem and a graph theoretic
characterization of the partitioning problem is given. A simple but
e�cient algorithm is proposed. The numerical results show that this
combined method is superior to either of the one directional approaches
in terms of number of forward and reverse passes necessary to compute
the matrix.

In Section 3.1 we review the forward and reverse modes of AD and
use an example to show how to combine forward and reverse modes
to compute the Jacobian matrix e�ciently. Recent research on the
computation of large sparse Jacobian matrices is discussed briey. The
gradient computation of partially separable functions is presented.

Section 3.2 introduces the main results from [48] and discusses rel-
evant research in the Jacobian estimation using AD.

In Section 3.3 we present and discuss new experimental results.
A summary of the test results from the paper is also presented and
discussed.

The chapter is concluded with comments on the material presented.

3.1 Computing Jacobian matrices using

forward and reverse modes of AD

As has been pointed out in Chapter 1, sparsity information can be
exploited in forward and reverse mode of AD in computing a sparse
Jacobian matrix.
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Assume that we have a partition

fC1; C2; � � � ; Cpg

of columns of the Jacobian matrix A where columns in each group
Ck; k = 1; 2; � � � ; p are structurally orthogonal. For each group Ck we
de�ne a vector vk 2 <n in the following way

(vk)j =

(
1 if jth column of A is included in Ck

0 otherwise
(3.1)

where j 2 f1; 2; � � � ; ng. We can assemble the vectors vk in V 2 <n�p.
Then the nonzeros of A can be determined using p forward passes of
AD as products Avk; k = 1; 2; � � � ; p. If we have a partition of the rows
with q structurally orthogonal groups then the nonzeros in the Jacobian
matrix can be obtained in an analogous manner. For each group Ck a
vector wk 2 <

m is de�ned as

(wk)i =

(
1 if ith row of A is included in Ck

0 otherwise
(3.2)

where i 2 f1; 2; � � � ; mg. The vectors wk can be assembled in a matrix
W 2 <m�q. The nonzeros of A can be determined from q reverse passes
of AD as products wT

kA; k = 1; 2; � � � ; q.
Thus, the matrix A can be obtained in two ways: p forward passes

or q reverse passes of AD. Ignoring other computational overheads, if
q is smaller than p then we use the reverse mode otherwise we can use
the forward mode to compute A.

For some problems, a sparse Jacobian matrix may contain both
dense rows and columns. The number of groups in a consistent par-
tition of columns or rows will be large and hence a large number of
forward or reverse passes will be necessary to determine the matrix. To
illustrate, consider the sparsity pattern shown in Figure 3.1. The asso-
ciated column intersection graph is shown in Figure 3.2. As we can see
from the �gure, vertices 3, 4, 5, and 6 constitute a complete subgraph.
The graph therefore requires at least 4 colors which also implies that
[17] the corresponding consistent column partition must have at least
4 groups. A consistent partition of the columns can be given as
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1CCCCCCCCA

Figure 3.1: Sparsity pattern of A.

1 2

3 4

5 6

Figure 3.2: Column intersection graph of A.

C1 = fa1; a5g; C2 = fa2; a3g; C3 = fa4g; C4 = fa6g:

From the partition we can de�ne a matrix

V =

0BBBBBBBB@

1 0 0 0
0 1 0 0
0 1 0 0
0 0 1 0
1 0 0 0
0 0 0 1

1CCCCCCCCA
:

The nonzeros of A can be obtained by computing the product Avj; j =
1; 2; 3; 4 using four forward passes. It is easy to see that the row in-
tersection graph G(AT ) is isomorphic to the column intersection graph
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G(A). Hence, we can de�ne a matrix

W =

0BBBBBBBB@

0 0 0 1
1 0 0 0
0 0 1 0
0 1 0 0
0 1 0 0
1 0 0 0

1CCCCCCCCA
in an analogous way so that A can be obtained by computing the prod-
uct wT

i A; i = 1; 2; 3; 4 using four reverse passes.
In the above example we compute A either by computing AV or

W TA. An important observation here is that we can de�ne two matrices
V and W at the same time so that the number of AD passes are fewer.
In other words, we would like to form column groups and row groups
so that the nonzeros of A can be obtained directly from a few forward
and reverse passes. For the example in Figure 3.1 we can determine A
directly using only three AD passes with matrices de�ned as follows:

V =

0BBBBBBBB@

1 0
0 1
0 1
0 1
1 0
0 1

1CCCCCCCCA
; W =

0BBBBBBBB@

0
0
0
0
0
1

1CCCCCCCCA
:

The products are

AV =

0BBBBBBBB@

a11 a12
a21 a22
a31 a33
a41 a44
a55 a56
a56 a63 + a64 + a66

1CCCCCCCCA
;W TA =

�
a63; a64; a65; a66

�
: (3.3)

Note that the nonzeros a63; a64; a65; a66 are determined from W TA and
the remaining nonzeros are determined from AV . Since the sparsity
pattern is assumed to be known we can identify the nonzeros from the
products easily.
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Computing large sparse Jacobian matrices that uses AD appeared
in [3, 8, 19, 42]. In [3] the AD tool ADIFOR [9] was used to com-
pute very large and sparse Jacobian matrices. The test problems were
obtained from variety of practical applications. They compared the
accuracy of the Jacobian matrix computed by ADIFOR with �nite-
di�erence approximations. The experimental results con�rmed the su-
perior accuracy of the derivatives computed by AD. Also, the ADIFOR
generated code was found to be faster than FD code on all the problems
considered.

The solution of nonlinear optimization problems often requires the
computation of the gradient rf of a mapping f : <n ! <. For a struc-
tured function it is possible to exploit the structure in computing its
gradient. Here we examine one class of structured functions - the par-
tially separable functions whose gradient can be computed e�ciently.

Griewank and Toint [45] have shown that a function whose Hessian
matrix is sparse is partially separable. Partially separable functions
play an important role in the solution of large-scale optimization prob-
lems [3]. The gradient computation problem of a partially separable
function can be formulated as a sparse Jacobian computation problem.

We recall the de�nition of partially separable functions from page
8. Let f : <n ! < be a partially separable function de�ned as

f(x) =
mX
i=1

fi(x) = F (x)T e; (3.4)

where e 2 Rm is a vector of unity,

F (x) = (f1(x); f2(x); � � � ; fm(x))
T (3.5)

and each component function fi depends on only ni � n variables. The
gradient of the function f is given by

rf(x) = F 0(x)T e; (3.6)

where F 0(x) is the Jacobian matrix of F at x.
The key observation here is that the component functions fi depend

on only few variables. This means that the Jacobian matrix F 0(x) is
sparse. Computing the gradient rf(x) using forward mode of AD and
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forward di�erences requires n forward passes and n function evaluations
respectively. The resulting computational cost will be prohibitive when
n is large and the function is expensive to compute. On the other hand,
by using the formulation given above we can exploit the sparsity to
compute the gradient of a partially separable function e�ciently.

In [8] two techniques have been used to compute the gradients of
partially separable functions. In the �rst, the sparsity pattern of the
Jacobian matrix was used to compute a coloring and then ADIFOR
was used to obtain the Jacobian. In the SparsLinC [8] approach they
have utilized the fact that the gradient objects that are being carried
forward in ADIFOR implementation are very sparse at least at the
beginning. Therefore, it may be more e�cient to use sparse vector
operations i.e., sparse linear combinations rather than treating them
as dense vectors. This sparse technique has a potential drawback that
the use of indirect addressing of the data may cause di�culty in the
vectorization of the code. The timing studies on vector architecture
reported in [8] con�rm this observation. In the �rst method sparsity is
exploited only in column direction. Using techniques given in [48] and
discussed in Section 3.2 it is possible to exploit the sparsity in both
rows and columns.

3.2 Row-column partitioning and coloring

In Section 3.1 we have observed that a sparse Jacobian matrix can
be computed with fewer AD passes by de�ning groups of rows and
columns. In this section we show how to form groups of rows and
columns such that the matrix can be determined directly. Jacobian
computation problem is formulated as a partitioning problem of rows
and columns, and an associated graph coloring formulation is presented.

A partition of the rows and columns of A is row-column consistent
if each group consists entirely of either rows or columns and for each
nonzero element aij of A there is a column group containing the jth
column in which no other column has a nonzero in the ith row, or there
is a row group containing the ith row in which no other row has a
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nonzero in the jth column. If a partition is row-column consistent then
the nonzeros can be determined directly. Our objective is to minimize
the number of column and row groups in a consistent partition. The
Jacobian computation problem can be stated as a partition problem:

Row-column consistent partition problem: Obtain a consistent par-
tition of the columns and rows into p and q groups such that p + q is
minimized.

Coleman and Verma [19] have addressed the problem of computing
a Jacobian matrix by simultaneously applying both forward and reverse
mode of AD. They de�ne a bi-partition of the matrix consisting of a
row partition of a subset of rows and a column partition of a subset
of columns. A bi-partition is consistent with direct determination if
for every nonzero aij of A either column j is in a column group which
has no other column containing a nonzero in row i or row i is in a row
group which has no other row containing a nonzero in column j. From a
consistent bi-partition a group of rows can be determined by one reverse
pass and a group of column can be determined by one forward. In a
row-column consistent partition we require that every row and column
be included in a group.

The combinatorial nature of the partitioning problem naturally leads
to investigating its relationship with similar problems [17, 69] for which
computationally e�cient algorithms are available. We relate the row-
column consistent partition problem with a restricted coloring of a bi-
partite graph.

A graph Gb is bipartite if its vertices V can be divided into two
disjoint sets V1 and V2 in such a way that every edge of G has a vertex
from V1 and a vertex from V2 as end points.

A path P in G of length l is a sequence (v1; v2; � � � ; vl+1) of distinct
vertices in G such that vi is adjacent to vi+1, for 1 � i � l.

Given a matrix A 2 Rm�n we de�ne a bipartite graph Gb(A) which
has two sets of vertices V1 = fa1; a2; � � � ; ang and V2 = fr1; r2; � � � ; rmg
where aj is the jth column and ri is the ith row of A. There is an edge
fri; ajg 2 E whenever aij is a nonzero element of A.

Figure 3.3 shows nonzeros aij, aiq and apj de�ning a path (rp; aj; ri; aq)
of length 3 in Gb(A). Since in a row-column consistent partition rows
can only be grouped with other rows and columns can only be grouped
with other columns, the colors used on vertices corresponding to columns
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Figure 3.3: Nonzeros aij, aiq, and apj de�ning a path of length 3.

must be di�erent from the colors used on vertices corresponding to rows.
Let Gb be a bipartite graph with vertices partitioned into two dis-

joint sets V1 and V2. A coloring � is path p-coloring of Gb if every path
in Gb of length 3 uses at least 3 colors and

f�(v1) : v1 2 V1g \ f�(v2) : v2 2 V2g = ;; (3.7)

The smallest p for which the graph Gb is path p-colorable is denoted
by �p(Gb).

Consider Figure 3.3. Since ri contains two nonzeros aij and aiq,
columns aj and aq cannot be in the same group in a row-column con-
sistent partition. Similarly, since aj contains two nonzeros aij and apj,
rows ri and rp cannot be in the same group. Hence, we need at least
3 groups to determine nonzeros aij, aiq and apj. In terms of path p-
coloring, the path (rp; aj; ri; aq) must use at least 3 colors.

The following theorem from [48] relates the problem of row-column
consistent partition of A with the path p-coloring of Gb(A).

Theorem 6 Let A be a m� n matrix. The mapping � induces a row-
column consistent partition of the rows and columns of A if and only if
� is a path p-coloring of Gb(A).

Coleman and Verma [19] also proposed a graph coloring formulation
of their bi-partition problem. However, in their method they need to
identify colors as positive colors i.e., 1; 2; 3 � � � and a neutral color 0,
as the partitioning is based on a subset of columns and rows while the
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bipartite graph corresponding to the matrix contains all the rows and
columns. A 0 color in this coloring means no color assignment. In our
path p-coloring this distinction is not necessary. However, we may have
some colors in a path p-coloring that are not necessary in the sense that
the corresponding nonzeros are determined by other colors already. We
can avoid having unnecessary groups by using an extended concept of
direct cover [54].

Let X be a group of columns or rows in a row-column partition.
A nonzero aij such that column aj 2 X or row ri 2 X is said to be
covered by X.

A nonzero aij covered by X is said to be directly determined by X
if there are no column aq (row rp) in X that has a nonzero in row ri
(column aj).

Let Sc be a collection of subsets of columns and Sr be a collection
of subsets of rows. The set fSc; Srg is called complete direct cover of A
if

� The intersection of any two subsets is empty

� For each nonzero element aij, there is a subset X 2 Sc [ Sr such
that aij is directly determined by X.

If it is needed to compute a row-column consistent partition from
a given complete direct cover we can put the columns and rows that
are excluded from the complete direct cover in two separate groups
requiring at most two extra groups in addition to the groups in the
cover.

Lemma 5 Given a complete direct cover (Sc; Sr) of A, a row-column
consistent partition of A can be constructed which has at most jScj +
jSrj+ 2 groups.

Proof. Let Xr be the set of rows and Xc be the set of columns that
are not included in (Sc; Sr). The row and column groups in (Sc; Sr)
together with Xc and Xr de�nes a partition � of the rows and columns.
We claim that � is row-column consistent. By Theorem 6 it su�ces
to show that � is a path p-coloring of Gb(A). We use 2 new colors
for the vertices in Xr and Xc. Consider a path P = (ri; aj; rp; aq) of
length 3 in Gb(A). If ri; rp 62 Xr and aj; aq 62 Xc then by the direct cover
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property vertices in P uses at least 3 colors. Since (Sc; Sr) is a complete
direct cover we cannot have any edge between vertices in Xc and Xr.
If rp 62 Xr and aj 62 Xc then �(rp) 6= �(aj) and the lemma follows.
This situation is illustrated in Figure 3.4 (c), (d) and (e). The only
remaining cases are when ri; rp 2 Xr and aj; aq 62 Xc as illustrated in
Figure 3.4 (a) or, ri; rp 62 Xr and aj; aq 2 Xc as illustrated in Figure 3.4
(b). Since (Sc; Sr) is a complete direct cover all the nonzeros must have
been directly determined by some column or row groups and therefore
if ri; rp 2 Xr and aj; aq 62 Xc then �(ri) = �(rp) 6= �(aj) 6= �(aq).
Therefore, P uses 3 colors. Similarly, if ri; rp 62 Xr and aj; aq 2 Xc then
�(aj) = �(aq) 6= �(ri) 6= �(ri). This establishes the lemma. 2

One important result concerning path p-coloring is that in a minimal
coloring sense, a path-p coloring of Gb(A) can never be more the one
color o� the number of colors required by either of the intersection
graphs G(A) and G(AT ).

Theorem 7 �p(Gb(A)) � min (�(G(AT )); �(G(A))) + 1

We note that a coloring ofG(A) orG(AT ) also induces a direct cover
forA. Without loss of generality let �(G(A)) = min(�(G(AT )); �(G(A))).
Then, jScj = �(G(A)) and jSrj = 0 implies that the number of groups
in a minimal complete direct cover cannot be more than �(G(A)).

We have observed that a lower bound on the number of groups in
a consistent column partition is the maximum number of nonzeros in
any row. A simple lower bound on the number of groups in a complete
direct cover can be obtained in the following way. Let (Sc; Sr) be a
complete direct cover. Then we have jScjm+jSrjn linear equations from
which nonzeros have to be determined. Let nnz denote the number of
nonzeros. Then we have

nnz � jScjm+ jSrjn � maxfm;ng(jScj+ jSrj)

which gives &
nnz

maxfm;ng

'
� (jScj+ jSrj):

The above bound is attained, for example, on matrices with arrow-
head structure. A 6 by 6 matrix with arrowhead structure has the
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Figure 3.4: Illustration of Lemma 5. Vertices on the left of the dashed
line are in Xc or Xr, and the vertices on the right are in the complete
direct cover (Sc; Sr).
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form

A =

0BBBBBBBB@

� � � � � �
� � 0 0 0 0
� 0 � 0 0 0
� 0 0 � 0 0
� 0 0 0 � 0
� 0 0 0 0 �

1CCCCCCCCA
:

We can determine column 1 by one forward pass, row 1 by one
reverse pass and the diagonal elements can be determined from one
forward or reverse pass. Thus 3 groups are needed to estimate A di-
rectly. There are 16 nonzero elements in A, and m = n = 6. Therefore,
the lower bound on the number of groups in a complete direct cover
becomes

l
16
6

m
= 3.

The Jacobian matrix is obtained directly from a row-column consis-
tent partition. And hence the method is a direct method. However, the
row and column groups in the partition are not structurally orthogonal.
This is in contrast with the methods described in [17, 23, 69] where the
columns or segmented columns in the partition are structurally orthog-
onal.

3.3 Experimental results

A simple algorithm to compute a direct cover of the Jacobian matrix is
given in [48]. The algorithm scans the columns and rows in nonincreas-
ing number of nonzeros. One of the motivation behind choosing this
ordering is that the row or column with maximum number of nonzeros
gives a lower bound on the number of groups in a consistent partition
of columns or rows of A. It might be advantageous to determine �rst
the column or row that contains the maximum number of nonzeros.

At each step of the algorithm we �nd a row or column that has
the maximum number of nonzeros. Then we scan the columns or rows
depending on whether it is a column or a row that has the maximum
number of nonzeros and try to include as many columns or rows as
possible in the group. We stop when all the nonzeros are determined.

We review the test results of applying the algorithm outlined above
and given in [48] in Section 3.3.1. Then in Section 3.3.2 we present new
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test results obtained by applying the algorithm on a di�erent set of test
matrices.

Our test matrices are obtained from Harwell-Boeing test1 matrix
collection [33]. Two sets of matrices from the collection that are con-
sidered are the SMTAPE and CANNES matrices.

3.3.1 Numerical testing of SMTAPE

The numerical test results for SMTAPE matrices that appeared in [48]
are summarized in Tables 3.1 and 3.2.

Table 3.1: SMTAPE (Static Information).

mxr lbc mxc lbr

4438 4456 1812 1816

Table 3.2: SMTAPE (Coloring Information).

dsm Complete direct cover

mxg mxg0 tg

4462 1824 587

There are 34 test matrices in the test suite. We have used the
pattern of these matrices as input to our algorithm. For a coloring of
G(A) and G(AT ) we have used dsm [15] coloring routine. The coloring
from dsm provides us a way to compare our combined approach with
methods that exploit sparsity in either row or column direction. Some
of the matrices have symmetric sparsity pattern. However, we do not
exploit this symmetry information. The largest dimensioned matrix
in this set is a 1176 � 1176 symmetric matrix. Some of the matrices
have few dense columns and rows. These matrices with dense rows and
columns provided an appropriate testbed for our method.

1http://gams.cam.nist.gov/MatrixMarket/data/Harwell-Boeing/
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In Table 3.1, we report the relevant statistics for the test matrices
in the set. The maximum number of nonzeros in rows and columns
of A are important measures as they provide a lower bound on the
number of colors required for G(A) and G(AT ). In Table 3.1, mxr and
mxc denotes the sum of the maximum number of nonzeros in any row
and column taken over all the test matrices. The sum of the size of
maximum clique found by dsm in G(A) and G(AT ) taken over all the
test matrices is shown under lbc and lbr. For many of the matrices in
the set maximum number of nonzeros in a row (column) is close to the
corresponding maximum clique computed by dsm indicating that the
former is indeed a good lower bound. For example, mxc and lbr in
Table 3.1 di�ers by only 4.

In Table 3.2 we have presented total number of colors or groups
required by dsm and the complete direct cover algorithm on the test
matrices. Here, mxg and mxg0 denotes the total number of colors
required by dsm on G(A) and G(AT ), respectively and tg denotes totals
for the complete direct cover. The test results clearly indicate that in
terms of number of groups it is much more e�cient to compute sparse
Jacobian matrices by �nding a complete direct cover than by �nding
a consistent partition of columns or rows. In particular, the direct
cover algorithm requires only about 15% of the colors required by dsm
on G(A) and about 33% on G(AT ) over all the test matrices. Note
that the dsm is almost optimal on the test problems in one directional
coloring.

3.3.2 Numerical testing of CANNES

Our second set of test problems are CANNES pattern matrices from
Harwell-Boeing Collection. The matrices are obtained from Finite-
element structures problem in aircraft design.

The experimental results are given in Tables 3.3 and 3.4. For each
matrix we report the following information.

n - The number of columns
nnz - The number of nonzeros
dnsm - The matrix density (percentage)2

2
dnsm = nnz

n2
� 100
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Table 3.3: CANNES Problems (Static Information).

Matrix n nnz dnsm mxr mnr mng
can1054 1054 12196 1.10 35 6 35
can1072 1072 12444 1.08 35 6 35
can144 144 1296 6.25 15 6 15
can161 161 1377 5.31 17 6 17
can187 187 1491 4.26 10 5 10
can229 229 1777 3.39 13 3 13
can24 24 160 27.78 9 4 9
can256 256 2916 4.45 83 4 83
can268 268 3082 4.29 37 4 37
can292 292 2540 2.98 35 4 35
can445 445 3809 1.92 13 4 13
can634 634 7228 1.80 28 2 28
can715 715 6665 1.30 105 2 105
can838 838 10010 1.43 32 2 32

Total 467 467

mxr - The maximum number of nonzeros in any row
mnr - The minimum number of nonzeros in any row
mng - The size of the maximum clique computed by dsm on G(A)
mxg - The number of groups computed by dsm
cg - The number of column groups in the complete direct cover
rg - The number of row groups in the complete direct cover
tg - rg + cg
Table 3.3 reports some of the statistics for the matrices. The density

of problem can24 is considerably higher than the density of rest of the
problems considered. Also note that the maximum clique computed
by dsm is same as the lower bound given by the maximum number of
nonzeros in any row.

In Table 3.4 we present results obtained by dsm and our direct
cover algorithm. The numbers in the parenthesis in columns 3 and 4
are the number of column and row groups, respectively, that do not
contribute to the direct cover. On the problem can445 we have found
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Table 3.4: CANNES Problems (Coloring Information).

Matrix mxg cg rg tg
can1054 35 16(1) 12(0) 28(1)
can1072 35 10(1) 18(0) 28(1)
can144 15 3(1) 11(0) 14(1)
can161 17 1(1) 15(0) 16(1)
can187 12 0(1) 12(0) 12(1)
can229 13 1(1) 13(0) 14(1)
can24 9 0(1) 9(0) 9(1)
can256 83 10(1) 17(0) 27(1)
can268 37 11(1) 17(0) 28(1)
can292 35 3(1) 15(0) 18(1)
can445 13(14) 1(1) 15(0) 16(1)
can634 28 20(0) 6(1) 26(1)
can715 105 6(1) 16(0) 22(1)
can838 32 4(1) 32(0) 36(1)

Total 469 294

that dsm coloring on A and AT di�er by one color. This is indicated in
the parenthesis. For other problems dsm returns the same number of
colors on A and AT , as expected. We also observe that except for the
problem can187 dsm computes optimal coloring of G(A). Hence, it is
not always possible to exploit all the available sparsity by computing a
consistent partition of columns or rows.

On the problems considered we have exactly one unnecessary group
after applying the direct cover algorithm. Except for the problems
can838, can445, and can229 the direct cover needs fewer groups than
the number of groups in the partition computed by dsm. The di�er-
ence in performance is prominent on can256 and can715. Overall, the
performance of direct cover is superior to one sided coloring and as the
totals in Table 3.4 shows, we have a reduction of about 40% in the
number of groups by using our algorithm.

Coloring G(A) gives a complete direct cover for A. On problems
can838, can445, and can229 dsm coloring provides a complete direct



78

cover with fewer groups than the corresponding cover determined by
our direct cover algorithm. The reason is that the ordering used in the
direct cover algorithm is di�erent than the ordering used in dsm.

3.4 Summary

In this chapter we have shown how sparse Jacobian matrices can be
computed e�ciently using forward and reverse modes of AD.

When a Jacobian matrix contains few dense rows, a consistent par-
tition of columns will contain at least as many groups as there are
nonzeros in the densest row. In this situation one may compute a con-
sistent partition of rows and use reverse mode to obtain the matrix.
However, if the matrix contains few dense rows and columns, column
partitioning or row partitioning alone is not helpful in exploiting the
sparsity. We have shown that by grouping together rows and columns
the sparsity can be utilized more e�ectively. We have formulated the
problem of computing sparse Jacobian matrices as row-column con-
sistent partition problem and have shown that �nding a row-column
consistent partition is same as �nding a path p-coloring of an associ-
ated bipartite graph. An important complexity result shows that the
number of colors in a minimal path p-coloring of the bipartite graph
associated with the matrix is never one color more than the number of
colors in a minimal coloring of the intersection graph associated with
columns or rows of the matrix. By computing a complete direct cover
of the matrix the identi�cation of unnecessary groups in a row-column
consistent partition has been avoided. We have presented a simple al-
gorithm to compute complete direct cover. The numerical test results
show the advantage of our approach over one directional coloring ap-
proaches. We have presented new test results which provides further
evidence that exploiting sparsity in rows and columns is likely to reduce
the cost of computing a Jacobian matrix.



Chapter 4

The Newton step

computation

Given a function evaluation program, forward and reverse modes of
AD can be used to obtain the Jacobian matrix. Recently, sparsity ex-
ploiting AD techniques [3, 19, 48] for computing the Jacobian matrices
have been proposed. Coleman and Verma [20] have shown that large-
scale problems often have structures that can be exploited in computing
Jacobian matrices e�ciently. The natural description of the function
evaluation program given in a high level language often computes in-
termediate or temporary quantities. By regarding these intermediate
quantities as additional independent variables one obtains an extended
function. For certain structured problems sparsity information can be
utilized more e�ectively in computing the Jacobian matrix and the asso-
ciated Newton step by working on the extended function. A composite
function

F (x) = fk(fk�1(� � � (f1(x)) � � �))

where fi : <n ! <n, can be evaluated by the following program

y0 = x
for i = 1; 2; � � � ; k do
yi = fi(yi�1)
end-for
F = yk

79
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The above program can be viewed as evaluating an extended function
where the intermediate quantities yi; i = 1; 2; � � � ; k are considered as
additional independent variables.

In this chapter we examine direct and iterative methods to compute
the Newton step by exploiting the structure present in the problem.
We show that when the function has structures it is more e�cient to
compute the Newton step implicitly i.e., without forming the Jacobian
explicitly. In Section 4.1 we discuss the extended function formulation.
A brief description of the direct and iterative solvers that are used in
our experiments is given. In Section 4.2 we describe two structured
problems that are used in our numerical experiments. Our �rst test
problem is concerned with the computation of Newton step where the
function is de�ned implicitly. The Jacobian matrix of the function is
dense. We de�ne an extended function and use AD to compute its
Jacobian. Our second test problem is concerned with the initial state
determination in a discrete dynamical system. The problem is formu-
lated as a zero �nding problem. An extended function is de�ned and
the associated Jacobian matrix is obtained using AD. We use direct fac-
torization and iterative methods to solve the linear system associated
with the extended Jacobian matrix. We also compute the Jacobian
matrix of the original system from the extended Jacobian and solve the
associated linear system to compute the Newton step. Results from nu-
merical experiments on the test problems are presented and discussed.
We show that it is more e�cient to compute the Newton step from
the sparser extended linear system than from the linear system associ-
ated with the denser Jacobian matrix. We show that it is possible to
solve the extended system using an iterative method. In particular, on
the implicit function test problems iterative methods are more e�cient
than direct methods.

We conclude the chapter in Section 4.3 with a discussion on the
methods presented.

4.1 Structured computation

We consider solving the system of nonlinear equations

F (x) = 0 (4.1)
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where F : <n ! <n. If the Jacobian J of F is nonsingular we can
solve (4.1) using Newton's method as given in Figure 4.1, assuming

k = 0
while not converged do
compute J(xk); F (xk)
solve J(xk)sk + F (xk) = 0
set xk+1 = xk + sk
set k = k + 1

end-while

Figure 4.1: Newton's method.

that an initial approximation x0 is available. At each step k we need to
compute the Jacobian J and solve for the Newton step sk. The Jacobian
matrix of F can be obtained by using AD tools such as ADIFOR [9] or
ADOL-C [43]. If J is sparse and the sparsity pattern is known we can
employ graph coloring techniques described in Chapter 3, and [19, 48]
to exploit sparsity in both rows and columns. The Newton step is then
obtained by solving the associated Newton equations.

When the function F is structured it is desirable to exploit the
structure information in computing the Newton step. Coleman and
Verma [20] have observed that a computer program for the evaluation
of a structured function z = F (x) often has a natural decomposition
as shown in Figure 4.2. Each of the components fi may depend on all

for i = 1; 2 � � � ; p do
solve for yi: fi(x; y1; � � � ; yi) = 0

end-for
solve for z: z � fp+1(x; y1; � � � ; yp) = 0

Figure 4.2: A structured evaluation program.

the previously computed values x; y1; � � � ; yi�1.
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The evaluation program given in Figure 4.2 can be viewed as com-
puting an extended function

FE(x; y1; � � � ; yp) =

0BBBBBBB@

f1(x; y1)
f2(x; y1; y2)

...
fp(x; y1; y2; � � � ; yp)
fp+1(x; y1; y2; � � � ; yp)

1CCCCCCCA : (4.2)

Di�erentiating (4.2) with respect to x; y1; � � � ; yp then yields the ex-
tended Jacobian

JE =

 
B L
C E

!
(4.3)

where

B =

0BBBBB@
@f1
@x
@f2
@x
...

@fp
@x

1CCCCCA ; L =

0BBBBB@
@f1
@y1

0 � � � 0
@f2
@y1

@f2
@y2

� � � 0
...

...
. . .

...
@fp
@y1

� � � @fp
@yp�1

@fp
@yp

1CCCCCA ;

C =
@fp+1
@x

; E =
�

@fp+1
@y1

@fp+1
@y2

� � � @fp+1
@yp

�
:

Then we can de�ne an extended Newton system 
B L
C E

! 
�x
�y

!
=

 
0

�F (x)

!
(4.4)

where �y = (�y1; �y2; � � � ; �yp).
The extended system (4.4) is block lower Hessenberg and if the

blocks are sparse, JE can be obtained e�ciently using sparsity exploit-
ing AD techniques [19, 48].

By eliminating �y from (4.4) we get the Newton system associated
with (4.1) �

C � EL�1B
�
�x = �F (x) (4.5)

where
J = C � EL�1B (4.6)

is the Jacobian matrix of F and �x de�nes the Newton step at the
current point x. The main observation here is that if AD is applied
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directly to the evaluation program in Figure 4.2 marking only x as the
independent variables (y1; y2; � � � ; yp as intermediates or temporaries),
the sparsity in the individual blocks in JE cannot be utilized. If J is
dense it can be obtained from JE using (4.6) if needed explicitly. If J is
needed only as matrix-vector product then it is not necessary to form
J explicitly. For example, we can compute the products Jv and wTJ
for vectors v and w e�ciently in the following way.

Jv:

1. compute y = Bv

2. solve Lz � y = 0

3. compute u = Cv � Ez

wTJ :

1. compute yT = wTE

2. solve LT z � y = 0

3. u = vTC � zTB

Both the products require a system solve involving the block-triangular
matrix L. So a sparse factorization of only the diagonal blocks are
needed.

To compute the Newton step we have three alternatives that do not
require J explicitly. First, we can compute a sparse LU factorization
of JE and solve for (�x �y)T . The Newton step �x is then obtained
easily. If only an approximation of the Newton step is needed, we may
employ an iterative solver on the extended system. Solving a system
of nonlinear equations where the Newton equations are solved with a
relaxed tolerance is described in [25].

A third possibility is to use the product form expression J = C �
EL�1B in an iterative solver where J is needed only as a matrix-vector
product. In this chapter, we investigate the �rst two methods i.e., direct
and iterative solvers applied on the extended system.

In Chapter 1 we have seen that solving a system of equations where
the function is speci�ed as an evaluation program can be viewed as
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solving an extended system where the intermediate or temporary vari-
ables are considered as additional independent variables. The Jacobian
matrix of the extended function is extremely sparse and large. Comput-
ing the Newton step by solving the linear system associated with this
extremely sparse and large system has been advocated in [40]. It has
been observed in [40] that solving this extended sparse system may be
more e�cient than �rst accumulating the Jacobian and then solving the
associated linear system to compute the Newton step. The following
example from [40] illustrates that the important sparsity information
is lost when the Jacobian matrix is accumulated. Consider the system

F (x) = (D + baT )x = 0 (4.7)

where D 2 <n�n is a diagonal matrix and, a; b are in <n. The Jacobian
matrix of F is

J = D + baT

which is dense unless the vectors a and b contain many zeros. Therefore,
it will be computationally ine�cient to form J for solving (4.7). Since
J is a rank 1 correction to a diagonal matrix, J�1 can be computed
e�ciently using the Sherman-Morrison-Woodbury formula.

To see that it is not necessary to form J explicitly for solving (4.7)
we de�ne an extended function

FE(x; y) =

 
y � aTx
Dx+ by

!
(4.8)

where y is an intermediate variable. By di�erentiating FE with respect
to x and y we get an extended linear system 

aT �1
D b

! 
�x
�y

!
=

 
0

�F (x)

!
: (4.9)

If we exchange the �rst and last equation in (4.9) then the system can
be solved e�ciently by Gaussian elimination (See Section 4.3 in [38]).

We have seen that the computational graph associated with a code
list contains dependency information of the elementary functions and
their partial derivatives. In terms of the computational graph, the
Newton step determination can be viewed as computing values of in-
put variables from given values of output variables while the weight of



85

the edges i.e., the value of elementary partial derivatives are remained
�xed. In graph terminology, the transformation on the computational
graph to compute the Newton step consists of eliminating the interme-
diate vertices and edges such that the graph obtained after the trans-
formations represent a triangular linear system. In general, the graph
transformation can be interpreted as doing LU factorization which can
be solved using forward and back substitution [40]. The order in which
the vertices and the edges are eliminated inuences the computational
work associated with the transformation since eliminating a vertex may
require the introduction of new edges or �ll-in in the graph.

Dennis, Mart�inez and Zhang [26] describe several methods for solv-
ing system of nonlinear equations where the Jacobian matrix has a
block lower triangular structure. If Newton's method is used to solve
the nonlinear system, then at each iteration a block lower triangular
linear system has to be solved. Using forward block substitution only
the diagonal blocks of the Jacobian matrix is need to be factored. They
show that it is not necessary to compute the o�-diagonal blocks of the
Jacobian matrix. The block Gauss-Seidel-Newton method and its vari-
ants described in [26] utilizes new information as soon as it is available.
We, however, do not consider these methods here.

In this chapter we consider structured problems where the func-
tion evaluation program is given as component computations and the
components are available to the user explicitly.

As discussed earlier if an approximation of the Newton step is
needed a natural alternative to a direct method is to employ an it-
erative solver. Since JE is nonsymmetric and inde�nite in general, we
consider iterative solvers that are appropriate for general nonsingular
matrices. The two iterative solvers that we consider in this chapter are
the Conjugate Gradient Squared (CGS) method [64] and Bi-conjugate
Gradient Stabilized (Bi-CGSTAB) method [28]. For more information
on iterative methods we refer to [4, 5].

The rate of convergence of iterative methods depend on the spectral
properties of the coe�cient matrix. The purpose of a preconditioner is
to improve the spectral properties. A preconditioner M is a nonsingu-
lar matrix which approximates the coe�cient matrix A such that the
preconditioned system

M�1A =M�1b (4.10)
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has more favorable spectral properties which often results in faster con-
vergence to the solution. The usefulness of a preconditioner is often
measured in terms of the cost of constructing and applying it, and the
reduced number of iteration in converging to the solution. A broad class
of preconditioners are based on incomplete factorization of the coe�-
cient matrix. In an incomplete LU factorization of the matrix A one
tries to compute triangular factors L and U by selectively discarding
some of the nonzeros to keep the factors sparse.

Level based incomplete factorization preconditioners are determined
from the sparsity pattern of the matrix A. Elements in locations cor-
responding to the sparsity pattern of A are called level 0 entry. During
the factorization process, �ll-in elements resulting from operations to
level 0 elements are termed level 1 elements. As the factorization pro-
ceeds new �ll-in elements are generated from the lower level nonzeros.
A �ll-in element of level k is one that is caused by elements at least one
of which is of level k � 1. A level l preconditioner is one where all �ll
elements that are of level greater than l are discarded.

Another strategy that can be employed to accept or discard �ll-
ins during the factorization process is based on the numerical value.
Independent of which level the �ll-in occurs a �ll-in entry is discarded
if its magnitude is less than certain \tolerance".

An iterative method computes a sequence fx(i)g of vectors converg-
ing to the solution vector x which satis�es the system Ax = b. A
related question in applying an iterative method to solve a linear sys-
tem is when to stop iterating. A typical stopping criterion is based on
the size of the relative residual

�i =
kb� Ax(i)k

kbk
: (4.11)

The value of �i should be chosen such that the computed Newton step
has su�cient accuracy. In particular, if the Newton step computation
is a part of an outer iteration such as in Newton's method for solving
a system of nonlinear equations, it is crucial that the Newton step has
su�cient accuracy not to impede or slow down the convergence of the
outer iterations.
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4.2 Numerical experiments

In Section 4.1 we have presented extended function formulation where
the structure information can be utilized to make the computation more
e�cient. In this section, we describe two classes of problems where the
structure preserving extended function formulation (4.2) can be em-
ployed to compute the Newton step e�ciently. We report a number of
numerical experiments conducted on a SUN ULTRA 1 under Solaris
on test functions belonging to the classes of problems described below.
The numerical experiments are performed using MATLAB [52] and AD
tool ADOL-C [43]. To compute the extended Jacobian we �rst deter-
mine a coloring of the columns of JE using dsm [15]. Then ADOL-C
is used to compute the columns corresponding to each color. The com-
putations related with the Newton step determination are performed
in MATLAB. Timing reported in the experiments is the elapsed time
in seconds. For direct methods, columns of JE are ordered to reduce
�ll-in. The ordering techniques considered are column minimum de-
gree and column permutation implemented in MATLAB. A sparse LU
factorization is computed and the Newton step is obtained using two
triangular solves. For the purpose of comparison with the sparse meth-
ods on extended Jacobian we also include the test results computing
Newton steps from the Jacobian matrix. The iterative solvers used in
the numerical experiments are Bi-CGSTAB and CGS on the extended
linear system. The preconditioners considered are incomplete LU fac-
torization preconditioners. In our experiments, we use level 0 and drop
tolerance incomplete factorizations.

4.2.1 Test problem 1: Implicit function

Our �rst example belongs to a class of nonlinear vector functions that
are de�ned as compositions of other implicitly de�ned functions. Let
F : <n ! <n be a nonlinear mapping de�ned by

F (x) = f1(y) (4.12)

where y is the solution to a sparse positive de�nite system

y = A(x)�1f2(x): (4.13)
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Let J1 denote the Jacobian of f1 with respect to y and, J2 and Axy
denote the Jacobian of f2 and A(x)y with respect to x, respectively.
Di�erentiating (4.13) we get

A
@

@x
y + Axy = J2

which gives
@

@x
y = A�1(J2 � Axy):

The Jacobian of F with respect to x is then given by,

J = J1
@

@x
y = J1A

�1(J2 � Axy): (4.14)

The problem is to compute the Newton step �x from the linear system

J�x = �F (x): (4.15)

The Jacobian J in (4.14) is most likely to be dense. A straight forward
application of AD will compute this dense J without exploiting the
sparsity in individual Jacobians J1, Axy and J2. Using the formulation
(4.2) of Section 4.1 we construct the following extended function

FE(x; y1; y2) =

0B@ y1 � f2(x)
A(x)y2 � y1
�f1(y2)

1CA : (4.16)

The extended Newton system corresponding to (4.16) is0B@ �J2 I 0
Axy2 �I A
0 0 �J1

1CA
0B@ �x
�y1
�y2

1CA =

0B@ 0
0

�F (x)

1CA : (4.17)

We have de�ned a test function g : <n ! <n in the following way

g(x) =

8>>><>>>:
g1(x1; x2) = (3� 2x31)x1 � 2x2 + 1
gn(xn�1; xn) = (3� 2x3n)xn � xn�1 + 1
gi(xi�1; xi; xi+1) = (3� 2x3i )xi � xi�1 � 2xi+1 + 1;

i = 2; 3; � � � ; n� 1
(4.18)
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where gi is the ith component of g. The Jacobian of g has tridiagonal
sparsity pattern. The functions f1 and f2 in (4.16) are de�ned to be the
function g. The sparsity pattern of A depends on x. In our experiments
the sparsity pattern of A is obtained from two sources. The �rst pattern
is based on discretization of a square grid with the natural ordering of
the grid points. The second set of patterns is obtained from Harwell-
Boeing test matrix collection [33]. The nonzeros of A(x) are de�ned in
the following way:

aij = xi + xj; if i 6= j

aii = 1 + 2
X

j:aij 6=0

x2ij : (4.19)

We have used the following three methods to compute the Newton
step. The extended Jacobian JE is computed using the AD tool ADOL-
C and graph coloring techniques.

1. Dense Jacobian.: The Jacobian J is obtained from JE using (4.6).
The Newton step is obtained by solving (4.15) using LU factor-
ization.

2. Extended Jacobian (Direct) : The extended linear system (4.17) is
solved to compute the Newton step. A LU factorization of JE is
computed . Two column ordering techniques, column minimum
degree and column permutation [52] are used to reduce the �ll-in
in the triangular factors of JE.

3. Extended Jacobian (Iterative): We use Krylov subspace methods
CGS and Bi-CGSTAB on JE to approximate the Newton step.
The preconditioners are incomplete LU factorization precondi-
tioners: level 0 and drop tolerance.

Figure 4.3 shows the sparsity pattern of JE where the pattern of A is
based on 7 � 7 grid. It can be seen from the �gure that Axy2 and A
has the same sparsity pattern.

Figure 4.4 plots the running time and operations count against the
problem size. The sparsity pattern of A in this test is obtained from
the discretization of a square grid. The problem size (n) shown is the
number of independent variables x. In the �gure the cost of computing
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Figure 4.3: Sparsity structure of an extended Jacobian.

JE and the coloring cost is not included. This is because in all three
approaches we compute JE before we determine the Newton step. The
right subplot of Figure 4.4 depicts the number of oating point oper-
ations (ops) and the left subplot shows the running time in seconds.
In the �gure dotted line indicates Dense Jacobian, solid line indicates
Extended Jacobian (Direct) with column minimum degree ordering and
dashed line indicates Extended Jacobian (Direct) with column permu-
tation ordering. From the �gure, it can be seen that it is more e�cient
to compute the Newton step from JE than J both in terms of cpu time
and oating point operations. Although for smaller problems the di�er-
ence is not much, higher computational cost in performing dense matrix
operations shows up as the dimension gets larger. The test results also
indicate that column minimum degree ordering performs better than
column permutation. The e�ect is more pronounced as the problem
dimension gets larger. This can be seen from Figure 4.5.

In our second test we compare the performance of direct and itera-
tive methods applied on the extended system to compute the Newton
step. The sparsity pattern of A is same as in the previous test. We used
Bi-CGSTAB and CGS implemented in MATLAB. Two di�erent incom-
plete factorizations are used in the experiments: drop tolerance and
level 0 preconditioners. During the factorization process the nonzero
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Figure 4.4: The Newton step computation from J and JE: Timing and
oating point operation comparisons.
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Figure 4.5: The Newton step computation from JE: E�ect of column
ordering.
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elements in column j of the factors L and U are discarded if their ab-
solute value is smaller than dtol kJEjk where dtol is the drop tolerance
supplied by the user and JEj denotes the jth column of JE.

First, we compare the performance of level 0 and drop tolerance pre-
conditioners. The dimension of the extended Jacobian JE is 3000�3000.
The test results for these preconditioners are presented in Table 4.1
where nnz indicates the number of nonzeros in the incomplete factor,
Itr indicates the number of iterations and Precond indicates the pre-
conditioners: lvl0 indicates the level 0 preconditioner and dtol indicates
the drop tolerances in the drop tolerance preconditioner. The extended

Table 4.1: The e�ect of preconditioners on a 3000 � 3000 extended
Jacobian.

Precond nnz Bi-CGSTAB CGS
Time Flops Itr Time Flops Itr

lvl0 17868 7.0590 1293508 3.5 7.0168 1162003 4
0.05 15054 3.6240 4337529 3.5 3.6176 4200401 4
0.035 17929 6.4031 7255916 3.5 6.4529 7124575 4

dtol 0.03 20802 6.4682 7363539 3.0 6.5534 7417010 4
0.018 22895 7.4468 8415195 2.5 7.4533 8356530 3
0.015 26677 9.4097 11489980 2.5 9.4299 11438859 3

Jacobian JE has 17868 nonzeros. The iterations are stopped when the
relative residual �i of the computed solution is less than or equal to
10�6. Di�erent drop tolerances are used to vary the amount of �ll-in
in the incomplete LU factors. When the number of nonzeros in the
factors computed by the drop tolerance technique is signi�cantly less
than the number of nonzeros in JE both CGS and Bi-CGSTAB have
problem in converging. The best timing is obtained at a drop tolerance
of 0:05 (the number of nonzeros = 15054). Although with an increased
�ll-in the number of iterations decreased somewhat but this does not
change the running time and operation count signi�cantly. This can be
explained by noting that only few iterations are needed to achieve the
required accuracy in the solution. So the �xed cost of computing an
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incomplete factorization dominates the overall cost.

Figure 4.6 shows iteration count for a 3000�3000 extended Jacobian
with varying accuracy requirement of the solution. In this experiment
we use drop tolerance factorization preconditioner with drop tolerance
of 0:5� 10�1.
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Figure 4.6: The e�ect of accuracy requirement on the number of itera-
tions.

As expected, an increase in the accuracy requirement causes an in-
creased amount of work. This is evident in both the methods considered
here. In particular, an extra digit of accuracy is achieved through one
additional iteration. As observed earlier, the dominating cost is that of
computing an incomplete factorization. Both the iterative methods fail
to converge when the accuracy requirement is high (relative residual
�i = 10�12 ).

Next, we compare the performance of Extended Jacobian (Direct)
and Extended Jacobian (Iterative) on our test matrices. Sparsity pat-
tern of A is same as the previous test. Figure 4.7 plots the running time
and oating point operation count of the methods against the problem
dimension. In this experiment �i = 10�6, columns of JE are ordered
using column minimum degree, the drop tolerance is set to 0:5� 10�1.
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Figure 4.7: Comparison of direct and iterative methods.

Table 4.2: Harwell-Boeing test matrices.

Matrix n nnz
1138bus 1138 4054
494bus 494 1666
662bus 662 2474
685bus 685 3249

bcspwr05 443 1623
bcspwr06 1454 5300
bcspwr07 1612 5824
bcspwr08 1624 6050
bcspwr09 1723 6511
bcspwr10 5300 21842
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Table 4.3: The comparison of direct and iterative methods using
Harwell-Boeing sparsity pattern.

Matrix Direct Bi-CGSTAB CGS
Time Flops Time Flops Time Flops

1138bus 4.2261 29605478 9.1476 2677754 14.0340 22847721
494bus 5.4975 38885757 1.9301 1287832 1.6185 4798382
662bus 10.7053 96553461 3.4654 1878855 4.5762 8599581
685bus 1.7079 8910316 4.8683 3244821 5.1541 8780539

bcspwr05 8.1201 30967055 1.5274 915821 1.2528 4116182
bcspwr06 15.0946 31477009 13.9166 3213354 21.9719 35577768
bcspwr07 5.6342 34752917 17.0152 3553194 25.4349 42870401
bcspwr08 7.9079 54559439 17.4027 4112567 26.6711 43895852
bcspwr09 498.3119 2.6273e+09 20.0314 5440728 34.5128 58374377
bcspwr10 198.2019 16404681 275.2564 641042379

Dotted line represents direct factorization method, solid line represents
Bi-CGSTAB, and dashed line represents CGS.

It is evident from the �gure that the iterative methods perform
better than the sparse direct method. This di�erence in performance is
more pronounced when the problem dimension is large. On the other
hand, there is no marked di�erence in performance between CGS and
Bi-CGSTAB.

We conclude this section with a comparison of sparse direct and
iterative methods where the sparsity pattern of A in (4.19) is obtained
from Harwell-Boeing test matrix collection. Table 4.2 presents matrix
statistics. The matrices included in the test suite have symmetric spar-
sity pattern. In Table 4.2, n denotes the number of columns and nnz
denotes the number of nonzeros. The test results are summarized in
Table 4.3.

In the experiments a level 0 incomplete factorization preconditioner
is used. Preconditioners based on drop tolerance are found to be un-
satisfactory. In fact, even with a very low (�i = 10�3) accuracy re-
quirement the iterative methods fail to converge to the solution. On
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the other hand the performance of level 0 incomplete factorization pre-
conditioner is quite satisfactory as can be seen from Table 4.3. Timing
for the iterative methods Extended Jacobian (Iterative) compares fa-
vorably with the sparse direct method Extended Jacobian (Direct) on
the test problems. However, on problems bcspwr09 and bcspwr10, iter-
ative methods are clearly better. In particular on bcspwr10, the direct
method cannot continue (indicated by a blank) because the MATLAB
memory limit is exceeded. The reason for this is the excessive �ll-in
in the LU factors of JE. Neither of the column orderings that are
considered are able to reduce the �ll-in.

To summarize: the experimental results indicate that for the test
problem considered, it is e�cient to compute the Newton step using
an extended function formulation where sparsity and structure can be
exploited. The test results also show that we may consider iterative
methods to approximate the Newton step. Once an iterative method is
selected there are issues such as preconditioning, stopping criteria etc.,
that need to be addressed. In particular, success of an iterative method
hinges on �nding an e�ective preconditioner.

4.2.2 Test problem 2: Dynamical system

In our second example we consider the problem of initial state esti-
mation in a dynamical system from a given �nal state. The dynamical
system is de�ned by a system of autonomous ordinary di�erential equa-
tions.

Consider the following system of autonomous ordinary di�erential
equations

y0 = F (y): (4.20)

We want to �nd an initial state x = y(0) such that a certain �nal state
c is reached at time T i.e., y(T ) = c. Given an initial state vector, y0
let us consider applying an integration scheme that generates points
y1; y2; � � � ; yk in k time steps to compute an approximation yk to the
desired �nal state y(T ). Since the value of yk depends on the initial
state vector the initial state determination problem can be stated as
�nding an x that satis�es

z(x) = yk(x)� c = 0: (4.21)
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Using an explicit one-step method such as Euler's or Runge-Kutta for
the integration, the function z(x) can be evaluated by the following
program

y0 = x
for i = 1; 2; � � � ; k do
yi = S(yi�1)
end-for
z = yk � c

(4.22)

where S : <n ! <n denotes the time stepping function in the integra-
tion method. For example, Euler's method gives

yi = yi�1 + hF (yi�1); i = 1; 2; � � � ; k (4.23)

where h 2 < is the step-size. Let us consider solving (4.21) using
Newton's method. To compute the Newton step we need the Jacobian
of z at the current point x which is given by the product

J = JkJk�1 � � �J1 (4.24)

where Ji; i = 1; 2; � � � ; k denotes the Jacobian of yi with respect to yi�1.

The equation

Jv = b (4.25)

can be solved for v using a sequence of LU factorizations. Let

Ji = LiUi i = 1; 2; � � � ; k and vk = b:

Then we can solve

for i = k downto 1 do
solve Jivi�1 � vi = 0

end-for

and the solution of (4.25) is v0. If Ji is tridiagonal than Jivi�1 = vi can
be solved using only O(n) operations. If k > n then matrix J is full and
requires O(n3) to solve (4.25). If k is not much larger than n then most
e�cient way to solve (4.25) is to use sequence of LU factorizations.
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The sparsity in the Jacobians Ji; i = 1; 2; � � � ; k can be utilized by
de�ning an extended function

FE(x; y1; � � � ; yk) =

0BBBBBBB@

y1 � S(x)
y2 � S(y1)

...
yk � S(yk�1)

yk � c

1CCCCCCCA : (4.26)

The extended Newton system corresponding to (4.26) is0BBBBBBB@

�J1 I
�J2 I

. . . . . .

�Jk�1 I
�Jk

1CCCCCCCA

0BBBBBBB@

�x
�y1
...

�yk�2
�yk�1

1CCCCCCCA =

0BBBBBBB@

0
0
...
0

�z(x)

1CCCCCCCA : (4.27)

The numerical experiments are performed on a linear constant co-
e�cient autonomous system of ordinary di�erential equations (ODE).
Euler's method is used to integrate the ODE. The Jacobians Ji; i =
1; 2; � � � ; k are tridiagonal. The extended Jacobian is computed using
ADOL-C and graph coloring. The following three approaches are used
to compute the Newton step �x:

1. Dense Jacobian: The Jacobian J is computed using (4.24) from
which the Newton step is computed by solving the associated
Newton system using LU factorization in MATLAB.

2. Extended Jacobian (Direct): By noting that the extended system
(4.27) is block triangular we compute the Newton step using k
sparse solves backward as shown in Figure 4.8. Each of the smaller
linear systems Ji�yk�1 � �yk = 0 i = 1; 2; � � � ; k are solved in
MATLAB using sparse LU factorization.

3. Extended Jacobian (Iterative): We compute an approximation to
the Newton step using the iterative methods Bi-CGSTAB and
CGS on the Extended Jacobian. The two preconditioners consid-
ered are drop tolerance and level 0 incomplete LU factorization.
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�yk = z(x)
for i = k downto 1 do
solve Ji�yi�1 � �yi = 0
end-for

Figure 4.8: Back solve to obtain the Newton step.
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Figure 4.9: Comparison of direct and iterative methods by varying the
number of integration steps.

The cost of computing the extended Jacobian and the coloring cost
are not included in the results presented below.

Figure 4.9 shows the running time and operation count comparisons
of di�erent approaches for computing the Newton step. In the �gure,
solid line represents Dense Jacobian , dotted line represents Extended
Jacobian (Direct), dashed line represents Extended Jacobian (Iterative)
using Bi-CGSTAB and dashed-dotted line represents Extended Jaco-
bian (Iterative) using CGS. In this test the dimension of the ODE is
100. The number of integration steps (k) is varied from 50 to 400.
For the iterative methods, incomplete LU factorization preconditioners
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based on drop tolerance are used. The level 0 preconditioner is found
to be quite unsatisfactory on this problem. First, it takes too long
to compute an incomplete factorization and second, both Bi-CGSTAB
and CGS do not converge with this preconditioner. It can be seen
from the �gure that Extended Jacobian (Direct) produces the best re-
sult both in terms of running time and operation count. The reason
for this superior performance is that instead of factorizing JE we utilize
special block structure of JE which needs k smaller sparse solves. Both
Bi-CGSTAB and CGS require only one iteration to achieve the desired
accuracy (�i = 10�6). So the dominating cost for these methods is the
�xed cost of computing the preconditioner. We note that the running
time of dense Jacobian approach is not signi�cantly higher than the
iterative methods. The reason is that we compute J using k matrix
multiplications in sparse mode. Subsequently, we solve the associated
linear system to compute the Newton step. Using (4.6) to form J will
be clearly wasteful in this situation.

In our second experiment we vary the dimension of the ODE system
while the number of integration steps is kept �xed (k = 100). Other ex-
perimental parameters such as preconditioner for the iterative methods,
value of the relative residual are same as in the preceding experiment.
Figure 4.10 plots the running time and operation count of the methods
considered.

Again, as in the preceding experiment, Extended Jacobian (Direct)
shows the best performance among the methods considered. We also
note that the Dense Jacobian approach outperforms the iterative meth-
ods in terms of running time in this experiment. One way to explain
this is that as the step size is �xed at 100 the Jacobian J gets sparser
as the dimension (n) of the ODE increases from 200. Similar to the
preceding experiment, the iterative methods converge in one iteration.

To summarize: from the experimental results it is clear that the
utilization of structure and sparsity is important for the e�cient New-
ton step computation. In particular, the problem considered in this
section are structured i.e., the extended Jacobian is block upper trian-
gular. An LU factorization of the extended Jacobian will ignore this
structure information and likely to increase the cost.
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Figure 4.10: Comparison of direct and iterative methods by varying
the ODE size.

4.3 Summary

In this chapter we have addressed the Newton step computation prob-
lem of large structured systems. By preserving the natural structure of
the problem we have shown that it is possible to exploit the sparsity
e�ectively. This is evident in the two structured examples considered
in the chapter. The importance of such structure exploiting methods
is two fold: �rst, sparse AD techniques can be used to compute the ex-
tended Jacobian matrix e�ciently and second, sparse solvers (direct or
iterative) can be employed to compute or approximate the Newton step
e�ciently. The experimental results illustrate that the sparse extended
Jacobian approach is more e�cient than �rst computing the Jacobian
and then solving the associated linear system for the Newton step.

Our experiments with the iterative solvers Bi-CGSTAB and CGS
on the extended system indicate that an iterative solver is a viable al-
ternative to a direct solver in particular when the desired accuracy in
the Newton step is modest. However, the success of an iterative solver
depends on factors such as sparsity and preconditioner selection. Our
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numerical results suggest that incomplete LU factorization precondi-
tioners based on drop tolerance are appropriate for the matrices that
have regular sparsity structure. In the implicit function example where
the matrix A has banded structure, drop tolerance preconditioners pro-
duced the best result. On the other hand, level 0 incomplete factoriza-
tion preconditioners performed well where the sparsity pattern of A is
obtained from Harwell-Boeing collection. This observation is also evi-
dent in the dynamical system example where the extended Jacobian is
banded in which case level 0 incomplete factorization preconditioners
failed to improve the spectral properties of the coe�cient matrix.



Chapter 5

Concluding remarks

5.1 Summary

In this thesis we proposed new methods for computing large sparse
Jacobian matrices. A problem related with Jacobian computation is
the computation of Newton steps. We showed that the Newton step
can be computed e�ciently by exploiting structure and sparsity in the
problem.

In [17] it was observed that partitioning columns of a matrix into
structurally orthogonal groups is equivalent to coloring the vertices of
the associated column intersection graph. Therefore, the chromatic
number of the graph gives the minimum number of groups in any consis-
tent column partition. Since a group of structurally orthogonal columns
can be estimated with one extra function evaluation using FD or one
pass of forward mode of AD, the computational cost of determining
the Jacobian matrix is proportional to the number of groups in a con-
sistent partition. However, an example due to Eisenstat shows that it
is possible to determine the matrix A with less than �(G(A)) function
evaluations or forward passes of AD. In particular, the column inter-
section graph of the matrix is a complete graph. On the other hand,
by partitioning the rows into two blocks, the number of function evalu-
ations to determine the matrix can be reduced by approximately 50%.
Thus, column partitioning may not be able to exploit the sparsity. In
Chapter 2 and [69] of this thesis we developed methods that exploit

103
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sparsity more e�ectively. The Jacobian estimation problem was posed
as computing a consistent partition of the segmented columns. The seg-
mented column approach generalizes the Jacobian estimation by blocks.
We showed that the gradient of the objective function in the molecular
conformation problem [69] can be computed e�ciently as sparse Jaco-
bian computation utilizing partial separability of the function and using
the segmented column approach. The column intersection graph of the
Jacobian matrix in the molecular conformation problem is a complete
graph. The molecular conformation problem also provides evidence
that sparse Jacobian matrices with complete or near complete column
intersection graphs do occur in practical situations.

We connected the Jacobian estimation problem using segmented
columns with a graph coloring problem and showed that the number of
groups in a minimal partition of the segmented columns is never more
than the number of groups in minimal partition of columns. The exper-
imental test results using DSATUR coloring algorithm on Harwell test
matrices con�rmed our theoretical results. On three of the examples
the segmented column approach required fewer groups than the corre-
sponding minimal column partition. We showed that the segmented
column approach can be combined with standard software such as dsm
[18] to estimate the Jacobian matrix.

In Chapter 2 we proposed a new substitution method to estimate
sparse Jacobian matrices. We showed that when the maximum number
of nonzeros in any row is much smaller than the number of groups in
a consistent column partition then the substitution method will reduce
the number of function evaluations.

Using the reverse mode of AD it is possible to exploit sparsity in
rows in computing a Jacobian matrix. Therefore matrices with few
dense rows can be determined by obtaining a consistent partition of
the rows and using reverse mode of AD. However, there are situations
where the matrix may contain few dense rows and columns. Methods
based on column partitioning may not be able to exploit sparsity in this
situation. We addressed the problem of computing sparse Jacobian
matrices containing dense rows and columns in Chapter 3 and [48].
We showed that it is possible to exploit sparsity by grouping together
rows and columns of the matrix. The Jacobian computation problem
was posed as computing a row-column consistent partition. The row-
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column consistent partition problem was connected with a restricted
coloring of a bipartite graph. Using the graph coloring formulation
of the partition problem we were able to obtain important complexity
bounds on the number of groups in row-column consistent partition. We
showed that the number of groups in a minimal row-column consistent
partition can never be one more than the number of groups in a minimal
row or column partition. We gave an e�cient algorithm to �nd a row-
column consistent partition. Numerical experiments were conducted on
two sets of practical test problems from Harwell test matrix collection.
Our partitioning method required signi�cantly fewer groups than either
of the one directional partitions.

When the Jacobian matrix is sparse we can use sparsity exploit-
ing techniques to compute it e�ciently then solve the associated linear
system for the Newton step. For certain structured problems it is ad-
vantageous to solve an extended linear system to compute the Newton
step. The extended Jacobian is typically larger but sparser than the Ja-
cobian of the function under consideration. In Chapter 4 we addressed
the Newton step computation problem for structured functions. We
considered two structured problems and used extended function formu-
lation to de�ne the extended Newton system. We showed that itera-
tive methods can be employed on the extended system. In particular
preconditioned Bi-CGSTAB and CGS methods were quite e�cient on
large implicit function problem. Our numerical results from both the
test problems indicate that it is more e�cient to solve sparser extended
system than solving denser linear system associated with the Jacobian
matrix.

In summary, the work presented in this thesis addressed two funda-
mental numerical problems: The Jacobian matrix and the Newton step
computation. We proposed new methods for the e�cient computation
of sparse Jacobian matrices using FD and AD. We showed that the
Newton step can be computed e�ciently by exploiting the structure
and sparsity.
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5.2 Future research directions

The results obtained in this thesis can be extended in several ways. In
this section we briey discuss few promising research projects for future
exploration.

On several of Harwell test problems the coloring of G�(A) contained
fewer color than the coloring ofG(A) using DSATUR. We observed that
whenever DSATUR terminated with optimal coloring it did so quickly.
A simple modi�cation of an exact coloring algorithm such as DSATUR
in this context would be to terminate the search when a satisfactory
coloring is achieved i.e., when the number of colors in the coloring is
acceptable by the user.

DSATUR needs an initial coloring and a clique at the beginning of
the algorithm. We can, for example, use dsm [18] to compute a coloring
and a clique of G�(A) and use them in DSATUR.

The substitution method of Chapter 2 de�nes collections of groups
of columns from a given consistent column partition. If we have �max+1
column groups in a collection than we can save one function evaluation
using substitution. When the di�erence between the maximum number
of nonzeros in any row �max and the number of columns groups p in
the consistent partition is large, we can determine the Jacobian matrix
with p�

j
p

�max+1

k
function evaluations using the substitution method.

For example, a matrix A where p = 7 and �max = 3 can be estimated
with 6 function evaluations.

Let Ai denote columns in group Ci; i = 1; 2; � � �p in the given con-
sistent partition. We de�ne a block matrix

A =

0BBBBBB@
A1 A2 A3 0 0 0 0
0 A2 A3 A4 0 0 0
0 0 A3 A4 A5 0 0
0 0 0 A4 A5 A6 0
0 0 0 0 A5 A6 A7

1CCCCCCA :

Consider row i of each of the block rows of A. Since, �max = 3 it is not
possible that row i of each of the block rows contain 2 nonzeros. For
example, if row i of the block row (0 0 A3 A4 A5 0 0) contains 3 nonzeros
then the number of nonzeros in row i of the block rows above and below
decreases strictly. Thus nonzeros in row i of A can be determined by
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substitution using 5 function evaluations. Hence A can be determined
by substitution using only 5 function evaluations. The above example
shows that it is worthwhile to study substitution methods further.

The direct cover algorithm that we discussed in Chapter 3 and pre-
sented in [48] is a heuristic technique. We ordered the vertices of the
bipartite graph associated with the matrix in nonincreasing degree. We
obtained good results using this ordering. However, we did not present
a theoretical analysis of the ordering. We would like to investigate other
reasonable ordering techniques and study their theoretical properties.

A lower bound on the number of groups in a consistent partition
of columns or segmented columns is given by the maximum number
of nonzeros in any row. In Chapter 3 we gave a lower bound on the
number of groups in a complete cover. On matrices with arrowhead
structure the bound is attained. On most of the CANNES problems,
however, the number of groups in the complete direct cover is about
twice as large as the lower bound. We intend to investigate the issue
of lower bound in future.

In Chapter 4 we considered level 0 and drop tolerance incomplete
factorization preconditioners. Since the level-based incomplete factor-
ization preconditioners depend on the sparsity pattern of the matrix,
once a symbolic factorization is performed, the locations of nonzeros
in the factors are determined. Therefore, it is not necessary to recom-
pute the data structures every time a new preconditioner is needed. In
this regard level-based preconditioners with levels higher than 0 may
be considered for the extended linear system.
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